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Abstract

Recent vision-language-action (VLA) models for multi-
task robot manipulation often rely on fixed camera se-
tups and shared visual encoders, which limit their perfor-
mance under occlusions and during cross-task transfer. To
address these challenges, we propose Task-aware Virtual
View Exploration (TVVE), a framework that learns to se-
lect task-relevant virtual camera viewpoints and dynam-
ically re-render observations from a reconstructed scene
representation using the selected viewpoints. To enable
efficient view selection, we train an exploration policy in
a pseudo-environment. In addition, we introduce a Task-
aware Mixture-of-Experts (TaskMoE) visual encoder that
routes visual features to task-specialized experts, mitigat-
ing interference in multi-task learning. To evaluate robust-
ness under distribution shifts, we construct RLBench-OG,
an out-of-distribution benchmark with visual perturbations
and camera pose variations. Experiments on RLBench and
RLBench-OG demonstrate that TVVE achieves higher suc-
cess rates than strong baselines, while real-robot experi-
ments further confirm its robustness to visual disturbances
and unseen instructions. Code and visualizations are avail-
able at: TAVP.

1. Introduction

A general-purpose robotic system is expected to accurately
perform numerous manipulation tasks [32]. With the devel-
opment of vision-language-action (VLA) models [2–7, 27–
31, 46] and transformer-based architectures [2, 3, 9, 20, 56],
many end-to-end robotic manipulation frameworks (e.g.,
OpenVLA[27], π0[1]) have achieved promising results on
complex and fine-grained tasks. Typically, these models
rely on observations captured from a single view [9, 27, 43]
or a few fixed viewpoints [24, 44] to guide action prediction.
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Figure 1. Motivation Illustration. Observations captured from
fixed cameras often miss parts of the target objects. For exam-
ple, the front view only captures the cupboard (highlighted with a
red circles), while the left and right shoulder views only show the
sugar (already grasped by the end-effector and highlighted with
green circles). These incomplete observations may lead to failed
operations. In contrast, our proposed TVVE is designed to dynam-
ically explore and re-render informative viewpoints that maximize
coverage of target-relevant information, thereby improving the re-
liability of manipulation outcomes.

While this may suffice in simple environments with only a
few objects, it becomes problematic in cluttered or dynamic
scenes—particularly when objects or the end-effector are
repositioned during task execution.

In such scenarios, fixed viewpoints often lead to occlu-
sions of the target object or the end-effector, resulting in
incomplete scene understanding and inaccurate action pre-
dictions. As shown in Fig. 1, given the instruction “Put the
sugar in the cupboard”, images captured from three fixed
cameras either miss the cupboard or fail to include the end-
effector grasped with sugar. Such incomplete visual ob-
servations prevent the robot from correctly interpreting the
scene, ultimately leading to suboptimal or failed actions.

Beyond acquiring complete and informative visual fea-
tures, a scalable and task-sensitive visual encoder is
also critical for accurate perception in multi-task set-
tings. Although prior language-conditioned transformer-
based methods, such as RVT [15] and RVT-2 [16], enable
multi-task capabilities by attending to instruction tokens,
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their shared encoders still suffer from task interference, es-
pecially when handling visually and semantically diverse
tasks (e.g., pick an apple vs. open a drawer). This en-
tanglement limits the generalization and scalability of such
models across a broad range of manipulation behaviors.

To address these challenges, we propose the Task-aware
Virtual View Exploration (TVVE) model, which inte-
grates viewpoint exploration with task-aware visual feature
extraction for robust and generalizable multi-task robotic
manipulation. TVVE explores informative viewpoints us-
ing a delicately designed efficient reinforcement learn-
ing–based exploration policy, while employing a scalable
task-aware Mixture-of-Experts (MoE) visual encoder to ex-
tract task-specific features. This design enables the model
to obtain more complete and discriminative visual infor-
mation, thereby improving robustness and generalization in
multi-task action prediction.

Specifically, our task-aware Mixture-of-Experts module,
termed TaskMoE, improves multi-task accuracy and gen-
eralization through two key designs: (1) a dynamic expert
routing mechanism guided by fused instruction and scene
cues, rather than relying solely on task identifiers; and (2)
a decoupled gating strategy that enables parameter sharing
among semantically similar tasks, while isolating routing
for semantically diverse ones. Based on the extracted task-
specific features, we introduce the Multi-Viewpoint Explo-
ration Policy (MVEP) that adaptively selects task-specific
camera poses based on the global point cloud. By re-
rendering 2D observations from the explored viewpoints,
MVEP enriches visual perception with globally aware fea-
tures, leading to more informed action prediction and im-
proved manipulation success.

To comprehensively evaluate the effectiveness of our
TVVE in enhancing robotic spatial understanding and ac-
tion generation performance, as well as its multi-task per-
ception and decision-making capabilities, we conducted
rigorous benchmark testing on 18 diverse RLBench [22]
simulation tasks covering multiple tasks and scenarios. Our
contributions are summarized as follows:
• Multi-Viewpoint Exploration Policy (MVEP) : The

MVEP enables robots to explore better virtual observa-
tion viewpoints (dynamic multi-view re-rendering), ef-
fectively addressing occlusion and insufficient viewpoint
problems, and enhancing 3D perception capabilities.

• Task-aware Mixture-of-Experts (TaskMoE): We intro-
duce TaskMoE, which dynamically selects perception and
action generation experts according to the task and its re-
lated instruction and scene visual information, improving
multi-task processing capability and robustness.

• RLBench-OG: We construct a new benchmark to com-
prehensively evaluate the model robustness and general-
ization under out-of-distribution (OOD) settings, cover-
ing visual perturbations such as occlusions, background

changes, lighting variations, texture shifts, and camera
pose changes.

• Superior Robotic Manipulation Performance: Exten-
sive experiments on RLBench, RLBench-OG and real-
robot tasks demonstrate that our TVVE significantly out-
performs existing baselines in multi-task manipulation
w.r.t accuracy and robustness.

2. Related Works

2.1. Multi-task Learning in Manipulation
The core challenges for general-purpose robots lie in task
generalization capabilities and multi-task execution in com-
plex environments. In the past, multi-task learning [11,
16, 35, 51] has achieved remarkable progress. It primar-
ily consists of two approaches: Modular solutions decom-
pose skills into reusable basic units (e.g., perception, plan-
ning, and control modules) [36]. Though interpretable,
they face the combinatorial explosion problem—as task
complexity increases, the cost of designing interfaces and
coordinating between modules grows exponentially, lead-
ing to system rigidity. For instance, ManipGen [10] con-
sumed massive training resources to train over 1,000 task-
specific experts. Conversely, end-to-end solutions employ
a single dense model to directly map perception to action
[9, 19, 37, 43, 46, 48, 52]. While simplifying the pipeline,
significant differences in visual feature distributions and
motion patterns across tasks (e.g., grasping fragile objects
vs. tightening screws) cause the model to struggle with con-
vergence during training due to parameter conflicts. The
Mixture of Experts (MoE) [42] addresses the scaling bot-
tleneck of large models through a sparse activation mech-
anism. SDP [49] integrated MoE into diffusion policies to
address multi-task learning and task transfer. Differently,
we propose a task-aware MoE (TaskMoE) to resolve fea-
ture conflicts between different robotic manipulation tasks,
activating distinct task-specific experts for different tasks,
thereby enhancing multi-task execution performance and
generalization capabilities.

2.2. Vision-Language-Action Model
Recently, numerous VLA models [16, 43, 46, 52, 54] have
been proposed. In contrast to traditional pipelines that
rely on explicit pose estimation [12, 13] and path plan-
ning [39, 55], VLA models directly map linguistic instruc-
tions and visual observations to low-level actions, substan-
tially simplifying the control stack. With the advance-
ment of large language models (LLMs) and vision-language
models (VLMs), these large models have been applied in
robotics [2–4, 7, 27, 29], leveraging their powerful priors
to provide world knowledge for robots, thereby enhancing
model generalization and performance. However, most ex-
isting VLA models operate on a single or fixed viewpoint,
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Figure 2. The overview of our Task-aware Virtual View Exploration (TVVE) framework. The input of this framework is multiple RGB-D
images from fixed viewpoints. First, it converts them into point clouds and aggregates them into a global point cloud in the world coordinate
system. Then, it diverges into two branches: One branch (orange) performs Coarse Grounding to predict the approximate position of the
end-effector. Subsequently, it moves the center of the global point cloud to this predicted position, performs scaling and cropping, retaining
the important point cloud region. Another branch (green) receives the global point cloud, passes it through MVEP to predict the optimal
camera parameters for the observation viewpoint. Then, using these parameters, it renders a 2D image from the point cloud processed by
the red branch. This rendered image is fed into the Fine Grounding to predict the final robot action, including the end-effector position,
rotation, gripper status, and collision state.

limiting a robot’s ability to form comprehensive 3D spatial
understanding and thereby constraining action prediction.
To overcome this limitation, we introduce a dynamic multi-
view re-rendering perception scheme that enhances spatial
perception and scene comprehension, ultimately improving
execution robustness in complex environments.

2.3. Reinforcement Learning in Robotics
Reinforcement learning (RL) has achieved significant ac-
complishments in robotics [45]. However, implementing
RL starting from scratch typically necessitates complex re-
ward mechanism and training paradigm design [21, 26, 34,
40, 47]. Recently, several works [18, 33] have demonstrated
promising results by using RL to fine-tune pre-trained mod-
els. To optimize our MVEP (Multi-Viewpoint Exploration
Policy), we designed pseudo-environment interactions and
a view-aware reward function, enabling policy learning
based on a pre-trained model using offline expert data. Fur-
thermore, to adapt between the MVEP and the action pol-
icy, we introduce supervised post-training to coordinate the
robot’s ability to “See and Act”, thereby enhancing its task
execution performance.

3. Methodology
3.1. Overview
Our proposed Task-aware Virtual View Exploration
(TVVE) framework aims to identify better viewpoints for
accurate and robust robotic manipulation, guided by task-
specific visual feature extraction. The full pipeline is illus-
trated in Fig. 2. TVVE takes as input a language instruc-

tion, the current visual observations from RGB-D cameras,
and the current gripper state. To enable the model to ex-
plore the better observations from arbitrary viewpoints, we
first reconstruct a 3D point cloud of the scene using the in-
put RGB-D images. To narrow down the search space and
enable task-aligned view selection, we leverage the coarse
prediction stage from RVT-2 [16] to generate an area of in-
terest. However, unlike RVT-2, which extracts visual fea-
tures for all tasks using a shared Multi-View Transformer
(MVT), we integrate a Task-Aware Mixture-of-Experts
(TaskMoE) module within the MVT to route instructions to
specialized expert encoders. This design enables more pre-
cise and task-aligned visual feature extraction, which ben-
efits both viewpoint selection and action prediction. Start-
ing from the identified area of interest, we employ a Multi-
Viewpoint Exploration Policy (MVEP) to search for bet-
ter camera poses that maximize the visibility of the tar-
get object and the end-effector. The selected viewpoints
are then re-rendered into image observations and processed
using another TaskMoE-based MVT before being passed
to the action prediction model. For action prediction, we
also upgrade the autoregressive action policy proposed in
ARP [54] with our proposed TaskMoE to attain more task-
specific feature extraction and action prediction.

In the following sections, we detail the design of: 1) the
TaskMoE, 2) the MVEP, and 3) the training strategy.

3.2. TaskMoE

To address the inherent heterogeneity of complex manipula-
tion tasks in multi-task learning, where different tasks often
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require substantially distinct visual representations and ac-
tion policies, we introduce a task-aware Mixture-of-Experts
module (TaskMoE), as illustrated in Fig. 3. Compared to
prior MoE-based approaches [42, 49], our TaskMoE intro-
duces two key innovations.

First, instead of relying solely on task identifiers for
expert selection, we incorporate richer instruction- and
scene-related cues to guide expert routing more effectively,
which is crucial for accurate multi-task robotic manipula-
tion. Specifically, as shown in Fig. 3, we design a cross-
modality module that employs a cross-attention mechanism
to model the interaction between instruction and visual in-
formation. The resulting context-aware features are then
fused with the task identifier via a Feature-wise Linear
Modulation (FiLM) layer [38], enabling more adaptive and
task-sensitive expert selection.

Second, to improve the scalability and generalization of
TaskMoE, we decouple the number of routing gates from
the total number of tasks. Concretely, we allocate NG gates
for all NJ tasks, where NG < NJ . This design not only
accommodates task diversity but also promotes parameter
sharing among tasks with similar visual or semantic char-
acteristics. For example, as illustrated in Fig. 3, Task 1 and
Task 2 (both involving opening drawer) are routed through
the same gate but directed to different experts based on their
specific operation requirements. In contrast, Task 3, which
is semantically dissimilar, is routed through a different gate.
This setup encourages the discovery of latent task clusters
and provides the capacity to generalize to unseen tasks that
share structural similarities with seen ones, thereby enhanc-
ing the transferability and robustness of TaskMoE. Notably,
all tasks share a common pool of NE experts, and for each
input, only the top-k experts (based on gating scores) are
activated to guide task-specific visual feature extraction.

3.3. Multi-Viewpoint Exploration Policy
Our proposed Multi-Viewpoint Exploration Policy
(MVEP) aims to select K viewpoints that maximally
capture informative regions related to the manipulation
target, thereby enhancing the accuracy of robotic action
prediction. MVEPN takes as input the reconstructed
point cloud P ∈ RN×3 and its associated RGB features
Fimg ∈ RN×3, which are concatenated to form the input
representation:

X = Concat(P,Fimg) ∈ RN×6, (1)

where N denotes the number of 3D points. The fused
representation X is processed by a multi-layer perceptron
(MLP), which predicts the parameters of K camera poses.

In this work, we represent each camera pose using a
look-at model [53], which decouples the camera position
and orientation via spherical coordinates. Therefore, the
explored views are parameterized as 5-dimensional vectors

Figure 3. Pipeline of the TaskMoE. Our proposed TaskMoE takes
Task ID, Instruction, and Vision as inputs to guide expert selection
for task-specific visual representation learning. To improve scala-
bility and generalization, we design a compact gating mechanism
with NG gates shared across NJ tasks (NG < NJ ). This design
allows tasks with similar action patterns (e.g., Task 1 and Task 2)
to share the same gate, while assigning distinct gates to semanti-
cally diverse tasks (e.g., Task 3), thereby enabling effective feature
specialization across a variety of manipulation tasks.

pi = (θi, ϕi, ri, θiup, ϕ
i
up) ∈ R5, where (θ, ϕ, r) specify the

camera center in spherical coordinates relative to the ori-
gin, (θup, ϕup) define the orientation of the up vector, and
i ∈ [0,K − 1] means the ith view. So, all camera poses are
p = {pi|i = 0, ...,K− 1}. Additionally, the camera is per-
petually oriented toward the coordinate origin O(0, 0, 0).

To facilitate gradient-based optimization of the view-
point selection policy, we model each camera pose as a
sample from a Gaussian distribution rather than predict-
ing deterministic values. Specifically, for each of the K
viewpoints, our MVEPN outputs the mean and log-standard
deviation of a diagonal Gaussian distribution over the 5-
dimensional camera pose parameters. Formally, the output
for the i-th viewpoint is denoted as [µi, log σi], where:

µi = [µi
θ, µ

i
ϕ, µ

i
r, µ

i
θup
, µi

ϕup
],

log σi = [log σi
θ, log σ

i
ϕ, log σ

i
r, log σ

i
θup
, log σi

ϕup
].

(2)

Then the explored camera pose p̃i = (θ̃i, ϕ̃i, r̃i, θ̃iup, ϕ̃
i
up) is

sampled using the reparameterization trick:

p̃i = µi + σi ⊙ ϵi, ϵi ∼ N (0, I), (3)

which enables end-to-end training via backpropagation.
To ensure the sampled poses remain valid in the spheri-

cal coordinate system, we constrain each component to lie
within a normalized range using the sigmoid function:

θ̃i = π · σ(θ̃i), ϕ̃i = 2π · σ(ϕ̃i),

r̃i = rmin + (rmax − rmin) · σ(r̃i),
θ̃iup = π · σ(θ̃iup), ϕ̃i

up = 2π · σ(ϕ̃i
up),

(4)

where σ(·) denotes the sigmoid activation, and rmin and
rmax define the allowable radial bounds.

3.4. Training Strategy
The entire training process of our Task-aware Virtual View
Exploration (TVVE) model consists of three stages:
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Stage 1: In the first stage, we train a fixed-view variant
of TVVE using three default rendering perspectives: front,
left, and top. This stage follows a similar training pipeline
to RVT-2 [16], where the overall loss comprises several
components. Specifically, Lhc and Lhf denote the cross-
entropy losses over heatmaps produced by the coarse and
fine grounding modules, respectively. The ground-truth
heatmaps are generated using a truncated Gaussian distri-
bution centered at the 2D projection of the ground-truth 3D
location, as described in RVT [15]. Additionally, the loss
includes the end-effector rotation loss Lrot, computed as
the cross-entropy loss for each of the Euler angles, as well
as the gripper state loss Lgri and collision indicator loss
Lcol, both formulated as binary classification losses. The
total objective for the first stage is given by:

Ls1 = Lhc + Lhf + Lrot + Lgri + Lcol. (5)

Stage 2: In the second stage, we refine the Multi-View
Exploration Policy (MVEP), using the fixed-view TVVE
model trained in Stage 1 as a baseline. MVEP is optimized
via the Proximal Policy Optimization (PPO) algorithm [41],
which typically requires interaction with a physical environ-
ment to obtain reward feedback. To mitigate the high time
cost, we introduce a novel pseudo-environment interaction
mechanism. The details of the mechanism are presented in
the supplementary materials.

Specifically, we treat the fixed-view TVVE as a reference
model to supervise the training of MVEP. Given the same
observations and instructions, the reference model yields
losses Lref = [Lhf,Lrot,Lgri,Lcol]. In contrast, MVEP gen-
erates dynamic viewpoints for action prediction, resulting
in losses LTVVE = [L′

hf,L′
rot,L′

gri,L′
col]. Taking the refer-

ence model as a performance lower bound, our objective is
to make LTVVE smaller than Lref. The first reward term is
therefore defined as:

r0 = Lref − LTVVE. (6)

In addition to the task loss reward, we incorporate a
confidence-based reward derived from the fine grounding
module. Specifically, we compute the negative average en-
tropy across the grounding heatmaps:

r1 = − 1

K

K∑
i=1

H(softmax(Hi)), (7)

where H denotes the entropy function and Hi is the
heatmap for view i from the fine grounding module.

To further encourage viewpoint diversity, we introduce
an additional reward based on the average pairwise cosine
distance between camera positions:

r2 =
1

K(K − 1)

∑
i̸=j

(1− cos(pi,pj)) , (8)

where pi represents the camera position for view i.
The overall reward is computed by adaptively normaliz-

ing and aggregating all components:

r =

2∑
i=0

wi · N (ri), (9)

where wi are learnable component weights and N is an
online normalization operator. The adaptive normalization
maintains the mean and variance of each component using
the Welford algorithm [50] for normalization, and clips the
reward to the range [−10, 10] to ensure training stability.

In this stage, only MVEP is trainable, and all the other
components of TVVE are frozen.
Stage 3: To enable MVEP to better adapt to action genera-
tion, we further fine-tune the entire TVVE model, excluding
MVEP, using the same loss functions as in Stage 1.

4. Experiments
To comprehensively assess the effectiveness and generaliza-
tion of our Task-aware Virtual View Exploration(TVVE),
we perform extensive experiments across both simulated
and real-world environments.

4.1. Datasets and Experimental Setups
Simulation. Our experiments are conducted on RLBench
dataset [22] and RLBench-OG.

RLBench is a multi-task learning benchmark imple-
mented in the CoppeliaSim simulator featuring a 7-degree-
of-freedom (7-DoF) Franka Emika Panda robot in a table-
top environment. Its observations consist of RGB-D im-
ages (128 × 128) captured from four fixed views, includ-
ing frontal, left shoulder, right shoulder, and wrist-mounted.
The action space represents the end-effector pose as a =
(pxyz,qrot, ggripper, ccollision) ∈ R7 × {0, 1}2, where pxyz ∈
R3 denotes Cartesian coordinates, qrot ∈ R4 is the quater-
nion rotation, ggripper ∈ {0, 1} controls gripper state, and
ccollision ∈ {0, 1} indicates collision. Following previous
works [16, 51], we evaluate our method under two standard
configurations: (1) a multi-view setup consisting of 18 ma-
nipulation tasks (2–60 variations each) with all four camera
views, and (2) a single-view setup including 10 tasks ob-
served only from the front RGB-D camera. The specific
tasks are provided in the supplementary materials.

RLBench-OG is derived from RLBench and used for
validate the robustness of our TVVE under occluded sce-
narios and its generalization capability in complex envi-
ronments. RLBench-OG consists of two distinct suites:
the Occlusion Suite and the Generalization Suite. We cre-
ated variants across 10 tasks for evaluation. In the Occlu-
sion Suite, we designed two experimental configurations:
1) Models are both trained and tested directly under the
occluded task configurations; 2) Models are trained in the
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Method Avg. SR (%) ↑ Avg. Rank ↓ Close Jar Drag Stick Insert Peg Meat off Grill Open Drawer Place Cups Place Wine Push Buttons

C2F-ARM-BC [23] (CVPR) 20.1 9.67 24.0 24.0 4.0 20.0 20.0 0.0 8.0 72.0
PerAct [44] (CoRL) 49.4 7.06 55.2±4.7 89.6±4.1 5.6±4.1 70.4±2.0 88.0±5.7 2.4±3.2 44.8±7.8 92.8±3.0
HiveFormer [17] (CoRL) 45.0 8.22 52.0 76.0 0.0 80.0 52.0 0.0 80.0 84.0
PolarNet [8] (CoRL) 46.0 7.06 36.0 92.0 4.0 100.0 84.0 0.0 40.0 96.0
RVT [15] (CoRL) 62.9 5.28 52.0±2.5 99.2±1.6 11.2±3.0 88.0±2.5 71.2±6.9 4.0±2.5 91.0±5.2 100.0±0.0
Act3D [14] (CoRL) 63.2 5.56 96.8±3.0 80.8±6.4 24.0±8.4 95.2±1.6 78.4±11.2 3.2±3.0 59.2±9.3 93.6±2.0
3D Diffuser Actor [25] (CoRL) 81.3 3.0 96.0±2.5 100.0±0.0 65.6±4.1 96.8±1.6 89.6±4.1 24.0±7.6 93.6±4.8 98.4±2.0
RVT2 [16] (RSS) 81.4 2.89 100.0±0.0 99.0±1.7 40.0±0.0 99.0±1.0 74.0±11.8 38.0±4.5 95.0±3.3 100.0±0.0
ARP [54] (RA-L) 81.6 2.83 97.6 88.0 53.2 96.0 90.4 48.0 92.0 100.0
TVVE (Ours) 86.6 2.17 100.0±0.0 100.0±0.0 98.0±2.8 94.0±2.8 90.0±2.8 54.0±2.8 92.0±5.7 100.0±0.0

Method Put in Cupboard Put in Drawer Put in Safe Screw Bulb Slide Block Sort Shape Stack Blocks Stack Cups Sweep to Dustpan Turn Tap

C2F-ARM-BC [23] (CVPR) 0.0 4.0 12.0 8.0 16.0 8.0 0.0 0.0 0.0 68.0
PerAct [44] (CoRL) 28.0±4.4 51.2±4.7 84.0±3.6 17.6±2.0 74.0±13.0 16.8±4.7 26.4±3.2 2.4±2.0 52.0±0.0 88.0±4.4
HiveFormer [17] (CoRL) 32.0 68.0 76.0 8.0 64.0 12.0 4.0 0.0 28.0 80.0
PolarNet [8] (CoRL) 12.0 32.0 84.0 44.0 56.0 12.0 8.0 8.0 52.0 80.0
RVT [15] (CoRL) 49.6±3.2 88.0±5.7 91.2±3.0 48.0±5.7 81.6±5.4 36.0±2.5 28.8±3.9 26.4±8.2 72.0±0.0 93.6±4.1
Act3D [14] (CoRL) 67.2±3.0 91.2±6.9 95.2±4.0 32.8±6.9 96.0±2.5 29.6±3.2 4.0±3.6 9.6±6.0 86.4±6.5 94.4±2.0
3D Diffuser Actor [25] (CoRL) 85.6±4.1 96.0±3.6 97.6±2.0 82.4±2.0 97.6±3.2 44.0±4.4 68.3±3.3 47.2±8.5 84.0±4.4 99.2±1.6
RVT2 [16] (RSS) 66.0±4.5 96.0±0.0 96.0±2.8 88.0±4.9 92.0±2.8 35.0±2.8 80.0±2.8 69.0±5.9 100.0±0.0 99.0±1.7
ARP [54] (RA-L) 68.0 99.2 94.4 85.6 98.4 35.2 55.2 76.8 90.4 100.0
TVVE (Ours) 74.0±8.5 100.0±0.0 78.0±2.8 86.0±2.8 100.0±0.0 62.0±8.5 74.0±2.8 64.0±5.7 92.0±5.7 100.0±0.0

Table 1. Performance comparison across 18 tasks in RLBench under the multi-view setup. Our method achieves a substantial
improvement in the average success rate. Moreover, the lower average rank of 2.17 demonstrates the superior overall performance and
better generalization ability of TVVE across all 18 tasks.

Avg. SR (%) ↑ Avg. Rank ↓ close jar open drawer sweep to dustpan meat off grill turn tap slide block put in drawer drag stick push buttons stack blocks

GNFactor [51] (CoRL) 31.7 4.90 25.3 76.0 28.0 57.3 50.7 20.0 0.0 37.3 18.7 4.0
Act3D [14] (CoRL) 65.3 3.35 52.0±5.7 84.0±8.6 80.0±9.8 66.7±1.9 64.0±5.7 100.0±0.0 54.7±3.8 86.7±1.9 64.0±1.9 0.0±0.0

3D Diffuser Actor [25] (CoRL) 78.4 2.20 82.7±1.9 89.3±7.5 94.7±1.9 88.0±5.7 80.0±8.6 92.0±0.0 77.3±3.8 98.7±1.9 69.3±5.0 12.0±3.7

RVT2 [16] (RSS) 82.7±0.7 2.40 96.0±0.0 78.7±3.8 73.3±5.0 93.3±1.9 93.3±3.8 89.3±1.9 73.3±1.9 76.0±0.0 96.0±0.0 57.3±3.8

TVVE (Ours) 83.2±1.7 2.15 100.0±0.0 84.0±5.7 94.0±2.8 92.0±0.0 92.0±5.7 90.0±2.8 98.0±2.8 50.0±2.8 82.0±2.8 50.0±8.5

Table 2. Performance comparison across 10 tasks in RLBench under the single-view setup. Our TVVE achieves a substantial im-
provement in the average success rate compared to previous methods.

original RLBench task settings and then evaluated in a zero-
shot manner under occluded conditions. For the Generaliza-
tion Suite, models are trained in the original RLBench en-
vironment and subsequently evaluated in a zero-shot man-
ner across various generalization settings. Each task is con-
figured with 50 episodes for training. The mean success
rate, evaluated on 25 episodes per task, is reported as mean
± standard deviation across three independent experimen-
tal runs. For simulating occlusion, we introduce occluders
or rotate manipulated objects to create occlusions from a
frontal viewpoint. For generalization, we introduce pertur-
bations by: 1) altering scene lighting, 2) changing the color
and texture of the tabletop, 3) modifying the color and tex-
ture of the background, 4) adding distractors, and 5) adjust-
ing the pose of the observation camera. For further details
on RLBench-OG, please refer to the supplementary mate-
rial.

Real World. To evaluate the generalization of our TVVE
across different robotic platforms, we conducted experi-
ments on both the Franka Research 3 and the Dobot Nova
2. For the Franka Research 3, a single third-person camera
(ORBBEC Femto Bolt) was mounted directly in front of
the arm. For the Dobot Nova 2, three Intel RealSense depth
cameras were used: an overhead lateral camera (D435i), a
front lateral camera (D455), and a wrist-mounted camera
on the right arm (D405), as illustrated in the supplementary

materials. We designed five distinct manipulation tasks:
Pick Grape, Stack Bowls, Push Buttons, Collect Fruits, and
Put Item In Drawer. Expert demonstrations were collected
with 50 episodes per task for training. To improve effi-
ciency, only key frames from the demonstrations were re-
tained. Additional details of the real-world experiments are
provided in the supplementary materials.
Implementation Settings. In our experiments, we set the
number of camera viewpoints to K = 3, the number of
gates in TaskMoE to NG = 8, and the number of task ex-
perts to NE = 16. For each task, the top-2 experts are se-
lected. TVVE was trained on 4 NVIDIA RTX A800 GPUs.
During testing, tasks were sequentially evaluated on a sin-
gle NVIDIA RTX A800 GPU, and the average success rate
was computed.

4.2. Comparison with State-of-the-art Methods

To comprehensively evaluate the effectiveness of our
TVVE, we conduct comparisons with a broad range of
state-of-the-art approaches, including Diffusion Policy [9],
C2F-ARM-BC [23], PerAct [44], Hiveformer [17], GNFac-
tor [51], RVT [15], RVT2 [16], Act3D [14], 3D Diffuser
Actor [25], and ARP [54]. We evaluate them both quantita-
tively and qualitatively across three benchmarks: RLBench,
RLBench-OG, and real-world manipulation tasks.
Comparisons on RLBench. Tables 1 and 2 present the
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Figure 4. Visualization of our TVVE in the simulation RLBench Environment and Diffusion Policy in the Real-world Environment. (a) In
RLBench, we visualize the re-rendering results of dynamic multi-view in the scenes for the Close Jar and Insert Peg tasks, where EEF in
the figures denotes the end-effector. Visualizations of additional tasks are provided in the supplementary material. (b) Sample of Inser peg.
(c) Sample of Pick Grape in the real world.

Models Avg. SR (%) ↑ Avg. Rank ↓ Occlusion 1 Occlusion 2 Light Color Table Color Table Texture Distractor Background Texture Camera Pose

Diffusion Policy [9] (IJRR) 23.8± 1.9 4.0 27.4± 0.8 23.4± 1.1 22.9± 0.8 22.5± 0.7 22.6± 0.5 24.4± 1.4 24.9± 1.2 22.2± 1.2
ARP [54] (RA-L) 63.7± 6.1 2.5 73.0± 1.6 52.6± 1.0 59.8± 0.8 62.7± 0.5 61.3± 1.0 62.4± 1.4 68.1± 1.6 69.7± 1.4
RVT2 [16] (RSS) 64.5± 8.3 2.1 72.8± 2.0 46.9± 0.4 60.8± 1.2 61.8± 1.1 64.0± 2.0 63.4± 0.2 72.6± 0.6 74.0± 0.8
TVVE (Ours) 67.0± 6.2 1.4 75.0± 1.2 58.0± 1.1 63.7± 1.1 64.6± 0.7 66.8± 0.9 60.2± 0.6 74.3± 0.9 73.2± 0.9

Table 3. Comprehensive evaluation of model performance under occlusion and generalization settings in RLBench-OG, covering both
zero-shot and trained scenarios. Detailed per-task success rates are provided in the supplementary material.

quantitative results on RLBench [22] under the multi-view
and single-view setups, respectively. Our proposed TVVE
consistently achieves significant improvements in average
success rate across both settings. Specifically, TVVE at-
tains an average success rate of 86.6% under the multi-
view setup, surpassing the previous state-of-the-art method
ARP [54] by approximately 5%. Notably, substantial gains
are observed in tasks such as Insert Peg (from 65.6% to
98.0%) and Sort Shape (from 36.0% to 62.0%). A qual-
itative example of Insert Peg is illustrated in Fig. 4(a)(b).
It shows that compared to ARP [54], which relies on fixed
viewpoints, our TVVE dynamically renders more informa-
tive perspectives, effectively mitigating occlusions and col-
lisions while providing richer context for more accurate ac-
tion prediction, validating that dynamic “seeing” underpins
robust “acting.” Moreover, as indicated by the lower av-
erage rank of 2.17 in Table 1, TVVE demonstrates supe-
rior overall performance across all 18 tasks, highlighting its
enhanced generalization capability, which is primarily at-
tributed to the proposed TaskMoE design.

Comparisons on RLBench-OG. Table 3 highlights that
TVVE achieves the best overall success rate (67.0% ± 6.2)
and the best average rank (1.1) on RLBench-OG, surpassing
ARP (63.7% ± 6.1, rank 1.8) and the Diffusion Policy base-
line (23.8% ± 1.9, rank 3.0). The advantage of our virtual-
view exploration, dynamic virtual multi-view re-rendering
and TaskMoE manifests consistently across perturbations:

Arm Method Avg. SR (%) ↑ Pick Grape Stack Bowls Push Buttons Collect Fruits Put Item In Drawer

Dobot
Diffusion Policy 68.0 90.0 70.0 70.0 50.0 60.0
TVVE (Ours) 88.0 100.0 90.0 100.0 70.0 80.0

Franka
Diffusion Policy 58.0 90.0 50.0 60.0 40.0 50.0
ARP 72.0 100.0 70.0 80.0 50.0 60.0
TVVE (Ours) 78.0 100.0 70.0 90.0 60.0 70.0

Table 4. Comparison of task success rates for Dobot and Franka
robots across different manipulation tasks. For more real-robot ex-
periments, including robustness and generalization testing, please
refer to the supplementary materials. *Franka and Dobot adopt
different experimental configurations.

TVVE yields +2.0/+5.4 absolute gains over ARP for Occlu-
sion 1/2, maintains higher resilience to background texture
shifts (74.3% ± 0.9 vs. 68.1% ± 1.6), and preserves reli-
able execution under camera pose changes (73.2% ± 0.9
vs. 69.7% ± 1.4). These improvements confirm that learn-
ing task-aware viewpoints and decoupled visual representa-
tions mitigates the interference issues, leading to more ro-
bust manipulation under severe OOD disturbances.
Comparisons on Real-World Tasks. In Dobot robot ex-
periment, compared to the baseline method Diffusion Pol-
icy (DP) [9], TVVE achieves superior performance across
all tasks, attaining a significantly higher average success
rate of 88.0% versus 68.0% for DP. Notable gains are ob-
served in tasks such as “Push Buttons” (+30%) and “Stack
Bowls” (+20%), underscoring the effectiveness of integrat-
ing task-aware visual planning into the policy framework. A
qualitative example of Pick Grape is illustrated in Fig. 4(c).
In Franka robot experiment, TVVE achieves the highest av-
erage success rate of 78.0%, outperforming both Diffusion
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Configuration Avg. SR (%) ↑

TVVE (TaskMoE+MVEP) 86.6
w/o TaskMoE 85.6
Fixed Viewpoints 83.3
Random Viewpoints 8.9

Table 5. Ablation study results on RLBench multi-view setup.
Removing TaskMoE or replacing the explored viewpoints attained
by MVEP with random or fixed ones degrades manipulation per-
formance compared to the full TVVE with both components.

Policy (58.0%) and ARP (72.0%). These results further
demonstrate its strong adaptability in real-world scenarios.
We report the success rates based on 10 trials for each task,
with detailed results provided in Table 4. More real-world
results are shown in the supplementary material.

4.2.1. Ablation Studies.
In this section, we further analyze the impact of the
TaskMoE, Multi-Viewpoint Exploration Policy (MVEP),
and the hyperparameters K and r, supported by quantita-
tive results in Tables 5, 6, and 7. Specifically, the results in
Table 5 are obtained from experiments on all 18 RLBench
tasks, while those in Tables 6 and 7 are based on five repre-
sentative tasks selected from RLBench, namely Put Item in
Drawer, Turn Tap, Put Groceries in Cupboard, Put Money
in Safe, and Close Jar.
Effectiveness of TaskMoE. The TaskMoE module is de-
signed to enhance multi-task generalization. From Table 5,
removing TaskMoE from both the feature extraction and
action generation components (w/o TaskMoE) leads to a
moderate performance drop to 85.6%, underscoring its im-
portance for multi-task representation learning. To further
assess its generalization ability to OOD tasks unseen dur-
ing training, additional results are presented in Table 6.
The results show that TaskMoE not only improves perfor-
mance on trained tasks but also facilitates transfer to unseen
ones. Specifically, on tasks encountered during training, the
model equipped with TaskMoE achieves an average success
rate of 80.8%, outperforming the variant without TaskMoE
(72.0%). This demonstrates its ability to learn and execute
diverse, known tasks more effectively. For unseen tasks, the
model without TaskMoE achieves a success rate of 60.0%
on the new task Open Drawer, while the one with TaskMoE
attains a higher success rate of 72.0%, highlighting its en-
hanced generalization capability.
Effectiveness of MVEP. The Multi-Viewpoint Exploration
Policy (MVEP) is designed to dynamically explore better
camera viewpoints that reduce occlusion and provide more
informative visual feature for improved robotic manipula-
tion. To evaluate the effectiveness of MVEP, we replace
the explored viewpoints with either fixed viewpoints used
in RVT2 [16] or randomly selected ones. As shown in
Table 5, the manipulation success rate drops from 86.6%
to 83.3% when using fixed viewpoints, and further plum-

Seen Unseen
TaskMoE Avg. SR (%) ↑ PID TT PGC PMS CJ Open drawer

✓ 80.8 100.0 100.0 32.0 88.0 84.0 72.0
× 72.0 96.0 96.0 20.0 64.0 84.0 60.0

Table 6. Experiments with and without TaskMoE. TaskMoE
not only improves performance on trained tasks but also enhances
generalization to unseen tasks. Here, PID, TT, PGC, PMS, and CJ
denote Put Item in Drawer, Turn Tap, Put Groceries in Cupboard,
Put Money in Safe, and Close Jar, respectively.

K r PID TT PGC PMS CJ Avg. SR (%) ↑

2 0.75∼1.3 12.0 92.0 0.0 12.0 20.0 27.2
3 0.75∼1.3 32.0 92.0 16.0 32.0 76.0 49.6
4 0.75∼1.3 52.0 100.0 4.0 68.0 52.0 55.2
3 0.60∼1.56 16.0 96.0 8.0 44.0 80.0 48.8
3 0.90∼1.04 44.0 100.0 20.0 36.0 80.0 56.0

Table 7. Performance under different view numbers K and camera
radial constraints r, which ∆(rmin, rmax) = ±20%. Task PID
→ Put item in drawer, TT → Turn tap, PGC → Put groceries in
cupboard, PMS → Put money in safe, CJ → Close jar.

mets to 8.9% when using random viewpoints. This signif-
icant degradation demonstrates that the learned viewpoint
exploration policy in MVEP effectively identifies informa-
tive perspectives, which are crucial for accurate perception
and robust action execution.
Setting of K and r. We conducted ablation studies on
the camera radial constraint r and the number of views K.
Compared to the baseline range (0.75 ∼ 1.3)m, a tighter
constraint (0.90 ∼ 1.04)m improved performance, raising
the average success rate from 49.6% to 56.0% (Table 7). A
looser constraint (0.60 ∼ 1.56)m slightly reduced perfor-
mance (48.8%), indicating that a precise viewing distance
range enhances task execution. Increasing the number of
views from 2 to 4 under the baseline radial constraint con-
sistently improved performance, with average success rates
rising from 27.2% to 49.6% and 55.2%, respectively (Ta-
ble 7). This demonstrates that multi-view observation miti-
gates occlusion and improves spatial perception. Consider-
ing computational cost, we chose K = 3 as a balance.

5. Conclusion
Our TVVE framework establishes that dynamic view plan-
ning and task-aware representation learning significantly
advance robotic manipulation capabilities. The MVEP’s
viewpoint optimization effectively overcomes occlusion
limitations in fixed-viewpoint systems, while TaskMoE’s
specialized feature extraction mitigates multi-task interfer-
ence. These contributions enhance performance across di-
verse manipulation challenges and enable meaningful gen-
eralization to novel tasks. However, the framework has
some limitations: multi-view re-rendering slightly increases
inference latency, and reliance on accurate global point
clouds makes it challenging to handle reflective or transpar-
ent objects. Future work could integrate multi-sensor data
and domain adaptation to improve real-world robustness.
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