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Cross-Modal Causal Representation Learning for
Radiology Report Generation
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Abstract—Radiology Report Generation (RRG) is essential for
computer-aided diagnosis and medication guidance, which can
relieve the heavy burden of radiologists by automatically gener-
ating the corresponding radiology reports according to the given
radiology image. However, generating accurate lesion descrip-
tions remains challenging due to spurious correlations from
visual-linguistic biases and inherent limitations of radiological
imaging, such as low resolution and noise interference. To address
these issues, we propose a two-stage framework named Cross-
Modal Causal Representation Learning (CMCRL), consisting
of the Radiological Cross-modal Alignment and Reconstruction
Enhanced (RadCARE) pre-training and the Visual-Linguistic
Causal Intervention (VLCI) fine-tuning. In the pre-training
stage, RadCARE introduces a degradation-aware masked image
restoration strategy tailored for radiological images, which
reconstructs high-resolution patches from low-resolution inputs
to mitigate noise and detail loss. Combined with a multiway
architecture and four adaptive training strategies (e.g., text
postfix generation with degraded images and text prefixes),
RadCARE establishes robust cross-modal correlations even with
incomplete data. In the VLCI phase, we deploy causal front-door
intervention through two modules: the Visual Deconfounding
Module (VDM) disentangles local-global features without fine-
grained annotations, while the Linguistic Deconfounding Module
(LDM) eliminates context bias without external terminology
databases. Experiments on IU-Xray and MIMIC-CXR show that
our CMCRL pipeline significantly outperforms state-of-the-art
methods, with ablation studies confirming the necessity of both
stages. Code and models are available at https://github.com/
WissingChen/CMCRL.
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I. INTRODUCTION

RADIOLOGY images are widely used in clinical pro-
cedures [1], providing significant evidence for disease

analysis and radiological diagnosis [2]. Nevertheless, observ-
ing suspicious lesions and writing a coherent diagnosis report
is time-consuming, even for experienced radiologists. Fur-
thermore, inexperienced radiologists often fail to capture
tiny abnormalities due to the high requirement for clinical
knowledge. To relieve this issue, Radiology Report Gen-
eration (RRG) has emerged and attracted growing interest
in recent years [3]. RRG extracts features from radiology
images and generates the corresponding reports, which is
similar to image captioning [4]. However, the current RRG
faces three challenges that are significantly different from the
image captioning task: 1) Longer sentence generation (60-
100 tokens) tends to accumulate a larger bias, whereas image
captions typically consist of fewer than 20 tokens [5], 2) The
necessity to capture all key regions in the radiology image (i.e.,
abnormalities and diagnostic evidence) and a low tolerance for
factually incorrect information [3], 3) More complex linguistic
and visual semantic patterns require a proficient understanding
of radiological information, whereas entities in natural images
are diverse and easily distinguishable [2], [6]. Therefore, these
challenges impose significant limitations on modeling visual-
linguistic interactions and learning informative cross-modal
representations for accurate RRG [5], [7].

To tackle the aforementioned challenges, current RRG
methods have made significant efforts, such as the memory-
driven module for longer sentence generation [5], additional
knowledge for more accurate description [8], and contrast
with normal samples (i.e., images without lesion areas) for
the capture of abnormalities (i.e., lesion areas within images)
[9]. Most of the previous RRG methods aim to capture the
latent subtle differences in images (visual biases) and learn a
concise set of key descriptions in the text (linguistic biases) for
accurate long-sequence generation. However, these methods
usually focus on training computationally expensive models
based on a large number of region-level annotations [3] and
task-specific knowledge1, rather than focusing on identifying
and mitigating biases inherent in the data itself.

1These methods build the template or knowledge database laboriously,
making it hard to transfer those approaches directly to other datasets [10].
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Fig. 1. The example of visual-linguistic spurious correlation of RRG.
(a) There exists data bias in the training set, where the combination of
“No Effusion” and “Normal Heart” occurs significantly more frequently
than others. This leads the model to correlate the “Normal Heart” with the
conclusion of “No Effusion”, forming a spurious correlation. (b) Consequently,
the non-causal model does not truly rely on pulmonary information to
determine the presence of effusion. Instead, it arrives at the conclusion of
“No Effusion” based on the presence of a “Normal Heart”. (c) In contrast,
our CMCRL, by extracting critical visual features and applying them to causal
front-door intervention, enables the model to identify features that are causally
related to “Pleural Effusion” and produce the correct report.

As shown in Fig 1 (a-b), the significant visual and linguistic
biases in numerous image-text data build a spurious correlation
between “Normal Heart” and “No Effusion”, leading to the
incorrect and unreliable reports. To mitigate the cross-modal
bias and encourage the model to infer based on the correspond-
ing visual basis, as shown in Fig 1 (c), causal inference [11]
has shown promising performance in several visual-linguistic
tasks [12]. However, directly applying existing causal methods
to the RRG task may yield unsatisfactory results due to the
unobservable bias in the visual and linguistic domain and the
complex visual-linguistic interaction in radiology images and
textual reports. Although back-door intervention can cut off

the shortcut path, it requires approximating the observable
bias using a well-trained visual object detector or a well-
constructed linguistic dictionary. Fortunately, causal front-door
intervention gives a feasible way to mitigate visual-linguistic
spurious correlations without the calculation of unobservable
bias. With causal front-door intervention, we can eliminate
the spurious cross-modal correlations effectively by intro-
ducing an additional mediator [13], [14] and generate an
accurate description of “Pleural Effusion”. The mediator can
be assumed as the feature of “Pleural” in different findings
(e.g., “Normal Heart”) to estimate the sub-distribution of
“Pleural Effusion” [15]. However, the accurate and reasonable

acquisition of the mediator is challenging, especially without
the support of additional radiological knowledge.

To effectively obtain reliable estimates of mediator, well-
aligned radiological multi-modal representations are crucial.
However, existing multi-modal approaches are limited by sin-
gular pre-training strategies and fail to fully leverage data with
missing modalities within datasets [16]. Moreover, given the
issues of low-resolution inputs and noise interference present
in radiological data, directly adopting multi-modal pre-training
models designed for natural image tasks does not effectively
capture and align multi-modal features [17], [18]. This further
restricts the performance of subsequent causal interventions.

Motivated by the characteristic multi-modal radiological
data and effectiveness of causal inference in deconfounding
the cross-modal bias, we introduce a Cross-Modal Causal
Representation Learning (CMCRL) framework for RRG. This
framework includes a pre-training model specifically designed
for radiological data, termed Radiological Cross-modal Align-
ment and Reconstruction Enhanced (RadCARE), and a
lightweight cross-modal causal intervention model without
requiring an observable bias assumption, named Visual-
Linguistic Causal Intervention (VLCI), to mitigate biases in
visual and linguistic data. Our RadCARE framework intro-
duces a degradation-aware masked image restoration strategy
that reconstructs high-resolution patches from degraded inputs,
explicitly mitigating detail loss while preserving anatomical
coherence. This is coupled with a multi-way architecture
enabling four adaptive training strategies, including postfix
text generation via prefix text or multi-modal data, and
masked image restoration via degraded images or combined
with complete text. Our VLCI framework contains the visual
deconfounding module (VDM) and linguistic deconfounding
module (LDM) based on the causal front-door intervention
paradigm. In VDM, the visual mediator is constructed by local
detail information (e.g., lung texture) and global contour (e.g.,
lung contour) from radiology images, to disentangle the visual
features. The linguistic confounders can be eliminated by the
LDM, which estimates the change in the probability of word
embedding caused by visual details and linguistic context. In
summary, our main contributions are listed as follows:

• To alleviate the problem of unpaired data and capture
detailed features when pre-training cross-modal data,
we propose RadCARE that integrates degradation-aware
masked image restoration with postfix text generation
for pre-training in various data situations (e.g., unpaired,
single modality), which is efficient and easy to implement.

• To mitigate cross-modal biases, we propose visual-
linguistic causal intervention modules VDM and LDM,
integrated into the VLCI without requiring additional data
or a well-trained semantic extractor for guidance.

• We propose a CMCRL framework for RRG, which
introduces mediators without additional knowledge, to
deconfound the visual-linguistic features by causal front-
door intervention. To the best of our knowledge, we are
the first to conduct a cross-modal causal intervention for
RRG. Experiments show that we achieve state-of-the-art
performance on IU-Xray and MIMIC-CXR datasets.
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II. RELATED WORK

A. Image Captioning

Image captioning, based on the encoder-decoder framework,
aims to describe image content in text. Recent advancements
have enhanced performance in three areas: visual representa-
tion learning, linguistic generation, and training strategies [19].
While CNN-based global feature extraction compresses infor-
mation excessively [20], integrating visual saliency through
regional features and combining visual-semantic data improves
results [21]. In linguistic processing, coarse-to-fine caption-
ing [22] and multi-layer LSTM integration [23] have shown
promise but are limited by training efficiency. Transformer-
based models [24] leverage self-attention for modality learning
and cross-attention for multi-modal integration, significantly
boosting performance [25], [26]. Performance is further
improved by training strategies such as sample order opti-
mization [27], reinforcement learning [4], and visual-linguistic
pre-training [18], [28].

With the proliferation of Large Language Models (LLMs),
image captioning achieved significant breakthroughs in both
model architecture and generation capabilities. The V2L-
Tokenizer [29] model demonstrated SOTA performance across
multiple tasks through a non-finetuning approach. Meanwhile,
prompt learning offered new insights into the controllability
of image captioning [30], [31]. Additionally, models like
GPT-4o [32] and Qwen2-VL [33] integrated advanced visual
processing capabilities with powerful language generation,
achieving remarkable results without extensive fine-tuning.
Compared to image captioning, RRG shares similar structures
[19] but focuses on subtle lesion detection in radiology images,
generating longer and more complex descriptions.

B. Causal Inference

Causality offers a robust approach to mitigating the
visual-linguistic bias stemming from the heterogeneity of
multi-modal data by eliminating spurious correlations [11],
[12]. Causal inference [12] estimates hidden causal effects
within distributions, significantly improving model generaliza-
tion by addressing confounders through back-door, front-door,
or counterfactual interventions. This method enhances per-
formance in tasks like image classification [34], semantic
segmentation [35], visual feature representation [36], [37],
image captioning [26], and visual question answering (VQA)
[13]. For instance, Wang et al. [38] applied back-door interven-
tion to improve Faster R-CNN, which subsequently enhanced
performance in VQA [39] and image captioning [26]. Addi-
tionally, Liu et al. proposed an event-level causal VQA model
using front-door intervention, which leverages attention to
integrate local and global causality-aware visual-linguistic rep-
resentations [13]. This approach also addresses confounding
by simulating causal interventions based on human priors [40].

Since confounders are often unobservable, front-door and
counterfactual interventions are particularly effective. These
interventions can capture hidden confounders by integrating
causal mechanisms into attention modules through cross-
sample attention or self-annotation [37], [41], [42]. In the era
of LLMs, causal learning has emerged as a key direction for

enhancing both the generalization ability and interpretability.
On one hand, by integrating causality into the processes of pre-
training, fine-tuning, and inference, LLMs can better handle
complex tasks, while also improving their performance in
multi-modal scenarios [43], [44]. On the other hand, causal
learning enables LLMs to move beyond mere statistical cor-
relations and understand the underlying causal mechanisms
in the data, thereby generating more reliable and ethically
aligned outputs [45]. Unlike prior work focusing on VQA or
image captioning, we tackle the more complex task of RRG,
which involves modeling intricate visual-linguistic interactions
in radiology images and textual reports [35], [46], [47]. Our
proposed front-door causal intervention method addresses and
eliminates both visual and linguistic spurious correlations.

C. Radiology Report Generation

Recently, RRG methods, inspired by image captioning, have
achieved notable success. However, abnormal descriptions and
lesion regions make up only a small portion of patient samples,
leading to visual-linguistic bias. Knowledge-aware approaches
address this by leveraging external knowledge to identify
abnormalities and describe them accurately [6], [8]. Although
fixed knowledge is limited for complex radiological cases,
dynamic knowledge construction using RadGraph [48] has
been proposed [10], [49]. Furthermore, external knowledge
can be integrated through label extractors or manually anno-
tated regions to enhance report generation [3], [50], [51].

While knowledge-based models show promise, acquiring
knowledge is costly and difficult to generalize. To mitigate
this, CA [9], CMCL [52], CAMANet [53] explored abnormal
regions by comparing them with normal samples. Templates
based on similar images also help reduce representation distor-
tion [10], [49]. Memory-driven transformers can store visual
[54], [55] and linguistic [5] contexts without templates but risk
cross-modal bias. To address this, models align cross-modal
data in embedding spaces for retrieval [51], [56]. With the
advancement of multi-modal large language models (MLLMs),
their robust visual reasoning capabilities, internal knowledge,
and language generation skills have significantly enhanced
performance in radiology report generation tasks. However, the
inherent tendency of large models to produce hallucinations
continues to pose challenges for this task. Consequently, some
methods have focused on developing approaches that enable
large models to generate descriptions consistent with the
findings in radiological images [57], [58], [59]. To further
reduce cross-modal bias, we introduce a lightweight VLCI
approach, which applies causal front-door intervention to
uncover true cross-modal causality and reduce reliance on
additional annotations.

III. METHODOLOGY

In this section, we first introduce the RadCARE framework
for pre-training, followed by the two essential cross-modal
causal intervention modules, i.e., the Visual Deconfounding
Module (VDM) and the Linguistic Deconfounding Module
(LDM). Then, we introduce how to integrate VDM and
LDM into the VLCI for cross-modal causal intervention and
complete the CMCRL framework.
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Fig. 2. Comparison of the pipeline for (a) Baseline, i.e., non-causal model,
and (b) our CMCRL framework.

A. Overview

A typical RRG model can generate a series of radiolog-
ical findings and insights given a radiological image. Upon
receiving the Chest X-ray image I ∈ RC×H×W , the model first
utilizes a visual feature extractor to obtain hv, which guides
the generation of the next word wi ∈ R from the prefix text
embedding hw, as shown in Fig. 2 (a). However, due to the
presence of confounders Z in both the visual and linguistic
modalities, the non-causal model may capture the spurious
correlations between “Normal Heart” and “No Effusion”,
which causes the neglect of “Pleural Effusion” accompanied
by “Normal Heart”, as shown in Fig. 2(c). Fortunately, the
mediators M can cut off the link between Z and F, and
F = {hv, hw} is denoted the multi-modal feature. Mediators
enable the intervention and adjustment of the relation between
F and R, thereby revealing the true causal relation between
the two variables. Thus, we perform a causal intervention on
the multi-modal feature prior to the decoder to estimate the
deconfounded probability of the correct word, as shown in Fig.
2 (b). Nevertheless, due to the absence of elaborate datasets
and a well-trained feature extractor, we conduct a causal front-
door intervention to eliminate the spurious correlations via
mediators M. However, the estimation of both confounders
and the mediator requires sufficient prior information, i.e.,
various visual-linguistic concepts. Therefore, we leverage the
RadCARE to construct the correlation between the visual
contexts and linguistic concepts before conducting the causal
intervention using VLCI.

B. RadCARE

In the radiological pre-training framework, there exist two
difficulties: (1) the unpaired data that only has a single
modality is hard to be utilized in supervised learning, and (2)
heterogeneous data that makes it difficult to distinguish the
region features because the morphology of the same lesion
varies greatly [2]. To address these challenges and provide
fine-grained region features without region labels, we employ

Fig. 3. (a) shows four training strategies of our RadCARE, (b) demonstrates
the detail of the multiway transformer blocks.

a visual-linguistic pre-training approach to learn and align
visual-linguistic information, as shown in Fig. 2 (b). Unlike
existing methods that simply combine Masked Language
Modeling (MLM) with Masked Image Modeling (MIM) [60]
or rely on contrastive learning for cross-modal alignment
[61], [62], [63], we integrate postfix text generation task with
degradation-aware masked image restoration task to achieve
efficient cross-modal representation learning and alignment.
To address the issue of missing modalities, we implement
alternating training using multiple data input schemes, surpass-
ing existing approaches that rely on a single training strategy.
Moreover, to effectively capture the subtle details in radiolog-
ical images, we employ a degradation-aware mechanism for
pixel-level cross-modal semantic learning, thereby enhancing
the alignment of visual and linguistic information.

Specifically, RadCARE introduces four strategies for pre-
training as shown in Fig 3 (a), including 1) generation of
postfix text with text prefixes as input, 2) restoration of the
masked image with both complete text and degraded images as
input, 3) generation of postfix text with degraded images and
text prefixes as input, and 4) restoration of the masked image
with degraded images as input. To enable flexible switching
between various strategies, we use a multiway transformer to
extract multi-modal features and two linear layers to solve text
generation and image restoration tasks, respectively [17], [18],
as shown in Fig 2 (b). In each block of the multiway encoder,
the attention layer is weight-shared while the two feed-forward
layers handle the corresponding modal features respectively
[64]. Similarly, each block of the multiway decoder consists
of a weight-shared self-attention layer, a pool of feed-forward
networks used for different modalities, as shown in Fig.
3 (b). Additionally, the noise present in the MIMIC-CXR
dataset, such as tasks requiring differentiation between the left
and right lung despite being given lateral views, hinders the
model’s ability to learn robustly [65], [66]. To address this
issue, we combined two datasets for pre-training, as the IU-
Xray dataset contains both lateral and frontal views.

1) Postfix Text Generation: Motivated by the work of
SimVLM [18], we extract image features from the first three
blocks of ResNet101 [67] as prefix tokens for the RadCARE.
Simultaneously, the text is randomly divided into two parts,
with one part generated by another under the guidance of
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the obtained image tokens. In cases where the corresponding
image is missing, the RadCARE can still be trained using only
the text. Let hv ∈ R

HW
P2 ×d denote the image token extracted

from the raw image I, where P represents the patch size and
d is the embedding size. Then, {wnp, . . . ,wn} represents the
postfix sequence following the textual description hw of length
np ≥ 0. Thus, the formulation is as follows:

Ltext(θ) = −

nX
i=np

logPθ(wi|hv, hw<np
), (1)

Here, θ denotes the trainable parameters of the model, hv

represents the visual embedding with a trainable 2D positional
encoding, hw is learned based on a fixed vocabulary and serves
as the prefix received by the encoder, and n denotes the length
of the report.

2) Masked Image Restoration: To handle unpaired images,
we leverage the MIM paradigm [17]. Furthermore, since
masked image restoration can be trained using pairwise data
[68], the missing semantics of masked images can be comple-
mented by text, thereby enhancing cross-modal association.
Additionally, we learn radiological image representations by
reconstructing high-resolution patches from low-resolution
inputs, which can encode more local information into latent
embeddings [69]. Consequently, we sub-sample the images for
degradation before the visual embedding and reconstruct the
masked visual token extracted from CNNs by incorporating the
semantics of both the unmasked visual token and the linguistic
token. This degradation-aware approach enables us to capture
subtle differences in the dataset [70], [71]. The objective of
masked image restoration can be formulated as:

Limage(θ) = Pθ(hvm|hvv, hw), (2)

where hvm represents the masked visual tokens extracted by
the ResNet backbone, hvv refers to the unmasked tokens, and
hw corresponds to the word tokens of the entire report.

C. Visual-Linguistic Causal Intervention

After the RadCARE, the learned visual-linguistic feature
encoders still contain visual and linguistic biases from cross-
modal confounders [15]. Therefore, we further employ visual-
linguistic causal intervention (VLCI) to discover the causal
effect between visual and linguistic modalities during RRG,
as shown in Fig. 2 (b).

1) Preliminaries: To clarify the mechanism of causal inter-
vention, we introduce Pearl’s Structural Causal Model (SCM)
[11], as shown in Fig. 4. The SCM is a mathematical
framework used in causal inference to model the relations
among variables and determine cause and effect relations.
The SCM uses directed acyclic graphs (DAGs) to represent
causal systems, where each variable is a node and the arrows
represent causal relations between the variables.

In Fig. 4(a), the chain structure X → Y represents the
output Y is affected by the input X, formulated as P(Y |X).
But the confounders Z caused by data bias would lead to
a spurious correlation, as shown in Fig. 4(b). This graph
indicates that two causes (both X and Z) lead to the common
effect or outcome (Y), such as the cross-modal confounders of

Fig. 4. The structural causal model (SCM) in (a) illustrates that Y is directly
caused by X and indirectly influenced by confounders Z, as shown in (b).
To address the confounding effect of Z, either by estimating the observable
confounders Z or by introducing a mediator M, the back-door and front-door
interventions can be applied to block the path from Z → X, as demonstrated
in (c) and (d). In our proposed approach (e), we decompose the cross-modal
confounders into visual (Zv) and linguistic (Zl) components. The front-door
causal intervention is implemented by the mediators Mv and Ml, effectively
blocking the paths Zv → hv and Zl → hw in (f).

“Normal Heart” and cross-modal feature of “Pleural” leading
to a confounded estimation of “No Effusion” (the spurious
correlation is “Normal Heart” and “No Effusion”). In this case,
we formulate P(Y |X) as:

P(Y |X) =
X

z

P(Y |X,Z = z)P(Z = z|X), (3)

where the confounders Z generally brings about the observa-
tional bias via P(z|X) [26]. To alleviate this issue, back-door
causal intervention can be implemented by introducing the
do calculus do(·) [13], [26], [72], [73]. In Fig. 4 (c), we can
calculate the probabilities of observable confounders and block
the back-door path Z → F, the interventional probability is as
follows:

P(Y |do(X)) =
X

z

P(Y |X,Z = z)P(Z = z), (4)

where Z can be the learned RoI features of the heart and
the attended word feature of “Normal Heart”. Based on the
conditional probabilities following intervention, it can estimate
the true causal effects of each factor in the absence of
confounding influences. These individual causal effects can
then be aggregated to derive the overall causal effect under
the given input conditions. However, the back-door causal
intervention is limited by the observability of confounders,
and the front-door causal intervention provides a method of
deconfounding in Fig. 4 (d). To eliminate the unobservable
confounder, we introduce the mediator M to cut off the link
X ← Z → Y . The total probability P(Y |do(X)) can be
represented as the following summation:

P(Y |do(X)) =
X

m

P(Y |do(X),M = m)P(M = m|do(X)), (5)

where M is introduced by X without the back-door path.
Thus, the intervention probability is equal to the conditional
probability in the path X → M [13]. Besides, there is no
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Fig. 5. Illustration of the Front-door Intervention Module (FIM), which
consists of two Attention Fusion layers with non-parameters.

direct causal path between X and Y. In this way, the introduced
summation in Eq. (5) can be reformulated as:

P(Y |do(X))

=
X

m

P(Y |do(X), do(M = m))P(M = m|X = x)

=
X

m

P(Y |do(M = m))P(M = m|X = x). (6)

To estimate P(Y |do(M = m)), we can apply the back-door
intervention to cut off the link M ← X ← Z → Y [26].
Therefore, we have the intervention probability formulation:

P(Y |do(M = m))

=
X

x̂

P(Y |do(M = m), X = x̂)P(X = x̂|do(M = m))

=
X

x̂

P(X = x̂)P(Y |X = x̂,M = m), (7)

where x̂ is the selected features from X not caused by M.
Finally, we can calculate Eq. (6) by applying Eq. (7):

P(Y |do(M = m))

=
X

m

P(M = m|X = x)
X

x̂

P(X = x̂)P(Y |X = x̂,M =m). (8)

However, existing front-door causal intervention methods
employ diverse approaches for estimating mediators and con-
ducting interventions. In RRG, we construct the structural
causal model (SCM) similar to Image Caption [26], assuming
that hv is the visual feature, hw is the linguistic feature of
the attended word, and h is the fusion feature from hv and
hw (hv → h ← hw), leading to the generation of report
R. Moreover, hv would be influenced by hw through cross-
attention and makes hv ← hw, as shown in Fig. 4 (e).

Previous method [26] employed a pre-constructed semantic
dictionary for backdoor intervention, without accounting for
complex representations found in radiological imaging. Dif-
ferently, we construct mediators internally within the model
to simulate front-door causal interventions, as illustrated in
Figure 6. We further mine and construct mediators separately
from visual and linguistic aspects by leveraging semantic
correlations obtained during the pre-training phase. Finally,
we estimate the actual causal effects by conditioning each
mediator through mediator-based sub-distributions. In contrast,
the baseline merely relies on the confounded distribution for
estimation. To address this, we introduce the Front-Door Inter-
vention Module (FIM) based on Equation (8) to disentangle

Fig. 6. Demonstration of the causal intervention mechanism, we integrate
visual local-global features as visual mediators and combined visual local
features with the vocabulary as linguistic mediators. Through their sub-
distributions, we further estimate the causal effects in the RRG task.

the effects and construct the Visual Mediator Module (VDM)
and Linguistic Mediator Module (LDM) separately.

2) Front-Door Intervention Module (FIM): In Fig. 4 (e),
the causal effects hv → R and hw → R are affected by the
confounders Z = {Zv,Zl} from back-door paths hv ← Zv → R
and hw ← Zl → R [26], respectively. In our SCM, the non-
interventional prediction can be expressed as:

P(R|I) = P(R|hv, hw)

=

nX
i=1

X
z

P(wi|hv, hw,Z = z)P(Z = z|hv, hw), (9)

where Z brings the spurious correlation via P(Z = z|hv, hw),
leading to incorrect reports. hv is the visual token from visual
embedding, and hw is the linguistic token of the attended word
from linguistic embedding.

Taking Fig. 1 as an example, when P(Z = ”Normal Heart” |
hv = ”Heart” , hw = ”Normal”) is large while
P
�
Z = ”Cardiomegaly” | hv = ”Heart” , hw = ”Normal”)

is small in the training set, it tends to enlarge
P (R = ”No Effusion” | hv, hw,Z = ”Normal Heart”) in
the testing set.

To mitigate visual-linguistic confounders and uncover the
true causal structure, we apply causal front-door intervention
by introducing mediator Mv and Ml, respectively, as shown
in Fig. 4 (f). Generally, Zv is unobservable without a well-
trained object detector, and the back-door path hv ← Zv → R
can be blocked by Mv via learning the true causal effect hv →

Mv → h→ R. Similarly, the intervention on the back-door path
hv ← hw ← Zl → R can be implemented by calculating the Ml

without well-constructed confounders dictionaries. Thus, we
can formulate Eq. (9) as:

P(R|do(I)) = P(R|do(hv), do(hw)) (10)

To further estimate Eq. (10) with the deep learning frame-
work using Eq. (8), we adopt Normalized Weighted Geometric
Mean (NWGM) [74] as:

P(R|do(hv), do(hw)) ≈ Softmax(g(hw, hv, M̂v, M̂l)). (11)
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Fig. 7. Illustration of the Visual Deconfound Module (VDM) and linguistic
Deconfound Module (LDM).

where g(·) denote the network mapping functions including the
transformer decoder and a linear layer, M̂v and M̂l denote the
estimations of Mv and Ml via VDM and LDM. In Fig. 5, the
FIM consists of two Attention Fusion layers and it is integrated
into VDM and LDM. Different from the cascaded transformer
[25], FIM does not have optimized parameters. It relies on
extracted features and intervenes using estimated mediators of
the corresponding modalities. This approach ensures that the
estimation of mediators is entirely dependent on the sampling
in VDM and LDM rather than FIM, achieving learning of
mediators.

3) Visual Deconfounding Module (VDM): In Fig. 7, the
visual mediator Mv is calculated using local features hvl

obtained from local sampling and global features hvg obtained
from global sampling. The features hvl represent local details
acquired from Local Sampling, while hvg represents contour
and position features obtained from Global Sampling [75]. For
example, the contour of the heart influences the determination
of pleural effusion, and the texture of the lungs can also serve
as a basis for detection.

a) Local Sampling: We leverage the attention accumu-
lated from the encoder to select the top k tokens [76]. These
selected visual tokens with high attention correspond to the
report’s keywords as hvl ∈ R

k×d, where k = 6 for each
attention head, and d is the dimension of the transformer.
Subsequently, hvl is further enhanced using CaaM [37], which
excavates the local internal relations. Specifically, these highly
attended tokens are computed not only with self-attention but
also with negative attention scores, aiming to achieve more
robust features. The purpose of hvl is to capture crucial local
details in the image, which serve as the key basis for further
processing.

b) Global Sampling: The global sampling is imple-
mented by Down Sampling Transformer block, in which the
14×14 visual tokens are down-sampled to 7×7 as hvg ∈ R

49×d.
Max pooling in this block can better retain the global structure
information in the image as the general features of the data
itself. We formulate the operation as follows:

hvg = W[P(hv) + Attn(P(LN(hv))], (12)

where P is the 2d max pooling layer, LN is layer normaliza-
tion, Attn is the 2d relative attention [77], and W denotes the
weights of the linear layer.

c) Local-Global Fuse Module: Finally, the hvl is inte-
grated with hvg to enhance local details with global structural
information via Local-Global Fuse Module formulated as Eq.
(13), namely mediator Mv.

Mv = FFN([MHA(hvl, hvl, hvl),MHA(hvl, hvg, hvg)]) (13)

where MHA and FFN are the Multi-Head Attention layer
and Feed-Forward Network layer, respectively. [·, ·] denotes
concatenation.

4) Linguistic Deconfounding Module (LDM): For linguistic
deconfounding, we have some observations from hv ← hw ←

Zl → R (Fig. 4 (e)): (1) the linguistic contexts can affect
the generation of the next word, and (2) the attended word
features affect the attended visual features via cross-attention
[26]. Additionally, the difference in word frequency brings a
large distance deviation in embedding space, so the distance
of word vectors cannot represent semantic relevance well [78].

Visual-Linguistic Fuse Module: Thus, we calculate the lin-
guistic mediator Ml in embedding space via all vocabularies
from the tokenizer as the global features and use hvl obtained
from the VDM, which estimates the current word frequency
to adjust the distribution of hw, see in Fig. 7.

h′vl = FFN(MHA(hvl, ŵ, ŵ));
Mt = FFN(MHA(h′vl, hvl, hvl)) (14)

where ŵ denotes all word tokens from the tokenizer. Then, we
build the causal effect hw → Ml → hv → Mv → h → R to cut
off the back-door path hv ← hw ← Zl → R via Ml.

In Fig. 6, the deconfounded visual and linguistic features
are fed to the decoder to learn fused cross-modal features.
The output layer is a linear projection with softmax operation,
mapping probability into the dimensional equal to the vocabu-
lary size. Finally, the training target is to minimize the negative
log-likelihood loss according to Eq. (10) and Eq. (11):

Lnll(θ) = −

nX
i=1

log(Softmax(g(hw<i , hv, M̂v, M̂l))) (15)

where n is the length of the report and hw<i is the prefix text
when estimating the word wi.

IV. EXPERIMENT

A. Experimental Settings

1) Datasets: IU-Xray [81], also known as the Indiana
University Chest X-ray Collection, is a publicly available
radiological dataset widely used to evaluate the performance
of RRG methods. It comprises 7,470 chest images and 3,955
corresponding reports, with an average report length of 30. To
maintain consistency, we follow the setting used in R2Gen [5]
and partition the dataset into training, validation, and testing
sets at a ratio of 7:1:2, ensuring that there is no overlap in
patients. We tokenize the words with more than 3 occurrences
and set the max length as 60. Note that we adopt two images
(frontal and lateral views) as input for each sample.
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TABLE I
THE DETAILS OF CMCRL AND SEVERAL COMPARISON RRG MODELS,

THE #ENC AND #DEC DENOTE THE NUMBER OF TRANSFORMER
LAYERS IN THE ENCODER AND DECODER, RESPECTIVELY.THE

MARKER ♣ MEANS 2 CONTRASTIVE ATTENTIONS, AND
♠ MEANS HIERARCHICAL LSTM.THE BACKBONE

OF CMCRL IS THE FIRST THREE BLOCKS OF
RESNET101.BESIDES, WE SHOW THE EMPLOYED

MODEL BOOSTING MODULES, INCLUDING
THE KNOWLEDGE-AWARE MODULE K,

TEMPLATE RETRIEVAL MODULE T ,
AND MEMORY-DRIVE MODULE
M.ADDITIONALLY, WE ADOPT

TWO SCALES OF THE CMCRL,
CMCRL3 FOR THE

IU-XRAY DATASET AND
CMCRL6 FOR THE
MIMIC-CXR DATASET

TABLE II
COMPARISON OF COMPUTATIONAL COST BETWEEN CMCRL WITH

R2GEN AND R2GENCMN. THE 1st AND 2nd BEST RESULTS ARE
BOLDED AND UNDERLINED, RESPECTIVELY

MIMIC-CXR [82] is a large-scale chest radiological
dataset, with 377,110 images and 227,835 corresponding
reports, of which the average length of reports is 48 in the
training/val set and 61 in testing set. We use the official
paradigm, the dataset is divided into the training set with
368,960 images and 222,758 reports, the validation set with
2,991 images and 1,808 reports, and the testing set with 5,159
images and 3,269 reports. Different from the IU-Xray dataset,
MIMIC-CXR has instances of a single modality (only image or
report) as well as multiple images corresponding to one report.
Therefore, we use a single image as the input and tokenize the
words with more than 10 occurrences, and set the max length
as 80.

2) Baseline Models: We compare the proposed CMCRL
model with several state-of-the-art RRG models, including
R2Gen [5], R2GenCMN [56], CMCL [52], PPKED [8],
CA [9], AlignTransformer [50], M2TR [54], RAMT [80],
MMTN [79], MGSK [10], DCL [49], SSVE [55], CAMANet
[53], and Med-LMM [57]. These models are categorized

into lightweight and heavyweight models. The lightweight
models comprise no more than 3-layer modules for both
the encoder and the decoder, as detailed in Table I. Most
of these models incorporate various modules to enhance
their performance, such as the knowledge-aware module,
template retrieval module, and memory-drive module, which
can be computationally expensive. It is important to note
that the total parameters of our CMCRL are less than
the R2Gen, while CMCRL is more efficient by eliminating
the recursive memory calculation dependency, as shown in
Table II.

3) Evaluation Metrics: We adopt the widely used natural
language generation (NLG) metrics, including BLEU [83], a
metric evaluates how similar the generated text is to refer-
ence texts by calculating n-gram precision. ROUGE-L [84]
evaluates both precision and recall and also considers syn-
onyms, stemming, and paraphrasing. METEOR [85] focuses
on the longest common subsequence between the generated
text and the reference text, capturing fluency and coherence.
CIDEr [86] considers term frequency-inverse document fre-
quency (TF-IDF) weighting to reduce the impact of overly
common words. Since the RRG specifically focuses on the
abnormality detection accuracy rather than the text fluency
and similarity with the real report, we further adopt clinical
efficacy (CE) metrics [5], [9], [10], [54]. It is calculated
by the labels extracted from CheXpert [87]. Specifically, the
extracted positive labels are considered as positives, while the
non-positive labels (negative, not mentioned, and uncertain)
are treated as negatives. Using this approach, we calcu-
late the micro-precision, micro-recall, and micro-F1 scores
between the labels from reference reports and generated
reports.

4) Implementation Settings: We use the first three blocks
of ResNet101 [67] to extract 1,024 feature maps, which are
projected into 512 maps of size 14×14. The dimension of the
transformer layers and the number of attention heads are fixed
to 512 and 8, respectively. In the IU-Xray dataset (referred
to as CMCRL3), both the encoder and decoder consist of 3
layers, whereas in the MIMIC-CXR dataset (referred to as
CMCRL6), both the encoder and decoder comprise 6 layers,
as illustrated in Table I. The variation in the number of layers
can be attributed to the significantly larger size of the MIMIC-
CXR dataset in comparison to the IU-Xray dataset. During
pre-training, we utilize a dataset that combines IU-Xray and
MIMIC-CXR datasets, resulting in 4,347 unique words. We
perform fine-tuning on these two datasets separately with the
same tokenizer as RadCARE. The batch size is set to 64
during pre-training and 16 during fine-tuning. In the pre-
training stage, we adopt an image mask rate of 85% for
masked image restoration. The RadCARE is trained using
the AdamW optimizer with a warm-up step of 10% of the
total training steps, and the peak learning rate is set to 5e-
4. The weight decay of the optimizer is set to 1e-2, and
the total epochs are set to 30 in pre-training. In the fine-
tuning stage, the model is fine-tuned using the Adam optimizer
with an initial learning rate of 1e-5 and a weight decay of
5e-5 for 10 epochs on both the IU-Xray and MIMIC-CXR
datasets.
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TABLE III

THE PERFORMANCES OF CMCRL AND OTHER METHODS ON IU-XRAY AND MIMIC-CXR DATASETS. THE 1st AND 2nd BEST RESULTS ARE BOLDED
AND UNDERLINED, RESPECTIVELY.FOR SOME METHODS, THE RESULTS ARE MISSING AND DENOTED BY A “-”

B. Quantitative Analysis

1) NLG Metric: As shown in Table III, our CMCRL
outperforms nearly all the RRG methods. Specifically, com-
pared with the lightweight model MMTN [79], CMCRL3
significantly improves the BLEU-1 metric by 1.9% on the IU-
Xray dataset. Similarly, when compared with the heavyweight
model RAMT [80], CMCRL6 achieves a substantial 3.8%
boost in the BLEU-1 metric on the MIMIC-CXR dataset.
This significant improvement in the BLEU-1 metric high-
lights our method’s ability to select words more precisely.
Notably, on the IU-Xray dataset, our tokenizer incorporates
words from the MIMIC-CXR dataset, leading to even greater
estimation challenges. To assess text fluency more effectively,
we also consider the precise match of four consecutive words
using the BLEU-4 metric. Our CMCRL demonstrates a 1.5%
improvement over MMTN on the IU-Xray dataset and a
0.6% improvement over RAMT on the MIMIC-CXR dataset.
Notably, the longer descriptions in the MIMIC-CXR dataset
present visual-linguistic data bias and significant spurious
correlations among multiple words. Our CMCRL effectively
leverages cross-modal causal intervention to achieve perfor-
mance improvement.

In contrast to BLEU, Rouge-L focuses more on the struc-
tural and sequential similarity of sentences. Our method
demonstrates significant superiority on the IU-Xray dataset
while exhibiting slightly lower performance compared to DCL
[49] on the MIMIC-CXR dataset. However, Table III reveals
that all methods achieve Rouge-L scores around 0.280 on the
MIMIC-CXR dataset. This observation suggests that, when
generating long sentences, the differences in structure and

sequence with the reference reports are similar across various
methods. As a result, this metric may not be a sensitive
evaluation criterion for this dataset.

Similarly, the METEOR metric considers synonyms and
phrase reordering, emphasizing diverse matches of phrases
and vocabulary. As indicated in Table III, CMCRL achieves
the best performance in terms of the METEOR metric on the
IU-Xray dataset, but it falls short compared to MMTN on
the MIMIC-CXR dataset. This suggests that there are some
limitations in matching phrase and vocabulary diversity in our
approach. By referring to Table I, we observe that both the
best-performing MMTN and AlignTransformer benefit from
knowledge supplementation and the assistance of a memory
module, potentially enhancing the model’s ability to estimate
synonyms more effectively. While our approach relies on
learning semantics solely from the linear projection space of
tokens, which may have limitations.

2) CE Metric: The purpose of RRG is to alleviate the
burden on radiological professionals and provide precise diag-
nostic evidence. Therefore, the CE metric is more appropriate
for evaluating the clinical significance of RRG methods
compared to NLG metrics, as it specifically assesses the
accuracy of abnormality classification. The CE metric is
only applied to the MIMIC-CXR dataset because the label
extractor (CheXpert) [87] is specially designed for MIMIC-
CXR to obtain class labels. Compared with the lightweight
R2Gen in Table III, CMCRL demonstrates a remarkable
improvement of 15.6% in Precision, 6.7% in Recall, and
12.5% in F1-Score. This validates that CMCRL can provide a
more accurate clinic diagnosis rather than merely generating
fluent reports. Additionally, our CMCRL outperforms the
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Fig. 8. Evaluation of abnormality classification results (accuracy) on MIMIC-
CXR. The baseline model is the transformer without causal intervention.

state-of-the-art method DCL in terms of Precision score and
F1 score. Notably, when compared to several knowledge-
based methods, our approach achieves a more efficient clinical
evidence generation by relying solely on causal intervention
without requiring additional knowledge assistance. Neverthe-
less, the Recall score is relatively lower compared to M2TR
in Table III, indicating that the dataset may contain extreme
categories. M2TR employs staged generation, which leverages
the preliminary concepts generated in the first stage, enabling
effective anomaly detection. However, this process can also
lead to an increase in false positives, consequently reducing
the Precision score.

C. Qualitative Analysis

1) Abnormalities Detection: To further validate the assis-
tance of causal intervention (i.e., alleviate the burden on
radiological professionals and provide precise diagnostic evi-
dence) in our method, we extract 14 categories of labels
from the reports generated by the baseline and CMCRL, and
evaluated their accuracy, as shown in Fig. 8. Our approach
achieves significant performance improvements in all cate-
gories, particularly in “Edema” (0.509→ 0.840) and “Enlarge
Cardiomediastinum” (0.473 → 0.842). This is because our
CMCRL explores sufficient visual information and further
produces more accurate and less biased descriptions by cross-
modal causal intervention than the Transformer baseline.
However, the estimation of some categories remains ambigu-
ous, e.g., “Lung Opacity”. It reveals that CMCRL can provide
a comprehensive consideration of various radiologic signs to
detect the abnormality but give less improvement for the single
source abnormality. For example, whether “Edema” is caused
by the heart has different radiologic signs, while the increase
in lung density can be considered as “Lung Opacity”. Thus,
CMCRL can capture the abnormality with complex causes
more effectively, where exists more spurious correlations.
Besides, Fig. 8 shows the unavailability of causal intervention
in independent abnormalities, e.g. “Support Devices”.

2) Causal Consistency: To assess whether CMCRL utilized
appropriate visual evidence for its inference, we develop a

Fig. 9. A sample from the questionnaire. (a) is the generation report, (b) is
the input image and (c) is the heatmap from cross-attention layer. (d) is the
human expert evaluation results of CMCRL.

questionnaire and distributed it to human experts for eval-
uation. We select 10 data categories, each containing 10
samples, resulting in a total of 100 instances. Visual attention
maps are generated based on the descriptions in the reports,
where attention is captured through the cumulative response
of entire sentences. These visualizations are compiled into
a questionnaire (as shown in Figure 9 (a-c)) and distributed
to 12 experienced radiological professionals. They evaluate
the plausibility of the results based on the original images,
attention maps, and corresponding sentences.

As shown in Fig 9 (d), our approach achieves an overall
reasonableness rating of 76.3%, indicating that most of the
samples are accepted by experts. Moreover, due to the low
image resolution (224*224), the experts find it challenging to
make judgments. Furthermore, the results for Cardiomegaly,
Pneumothorax, and Support Devices exhibited significant con-
sistency with human priors. This underscores the effectiveness
of our approach in uncovering latent causal relations rather
than relying on spurious correlations for judgment. Addition-
ally, we intend to further advance the field in interpretable
and trustworthy reasoning, with the goal of leveraging explicit
causal relations for inference in the future.

3) Case Study: We further conduct the qualitative analysis
on the MIMIC-CXR dataset via three intuitive generated
examples of the baseline and the CMCRL in Fig. 10. In Fig. 10
(a), the reference report contains four abnormalities. However,
the baseline model neglects all abnormalities, while CMCRL
accurately identifies all abnormalities. This indicates that our
VDM comprehensively captures all essential visual features,
crucial for RRG. Fig. 10 (b) shows an example where the same
visual region is simultaneously discovered by the baseline and
the CMCRL but leads to different descriptions. Our CMCRL
can accurately describe the heart, while the baseline is uncer-
tain and even has a miscalculation of pneumonia. It shows
that LDM can alleviate the semantic bias caused by word
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Fig. 10. The results of the Non-causal Model (Baseline) and CMCRL models on the MIMIC-CXR dataset are presented in (a-c), and (d) shows the false
sample in CMCRL. Thirteen kinds of abnormalities are marked with different markers and colors. Note that keywords in the reports are also marked with
different markers and colors. Correctly identified abnormalities are marked in the corresponding color, while other descriptions in bold, italics, and underscores
are incorrect. Descriptions marked only with underscores indicate repeated words.

frequency in word embedding space. Fig. 10 (c) illustrates a
complex causal graph, where “atelectasis” and “edema” could
also be causes of “cardiomegaly.” However, the baseline fails
to correctly consider the causes of “cardiomegaly” and erro-
neously captures these pieces of evidence. In contrast, CMCRL
leverages the causal intervention module to disentangle these
confounders, enabling careful consideration of various pieces
of evidence for an accurate judgment.

In Fig. 10 (d), the ground truth indicates the presence of
hydropneumothorax, a condition characterized by the simulta-
neous presence of gas and fluid in the chest, whereas pleural
effusion contains only fluid. Although CMCRL correctly iden-
tifies the presence of gas and fluid in the chest, leading
to the diagnosis of pneumothorax, it erroneously estimates
pleural effusion due to insufficient relevant knowledge. In this
example, our method produces inaccurate text and fails to
identify pneumonia and lung consolidation. Moreover, while
VDM and LDM excel at recognizing visual and language
concepts, detecting highly specialized concepts with latent
relations not explicitly present in the data presents challenges.

D. Ablation Studies

1) Effectiveness of VLCI: In Table IV, we adopt the same
setting as ResNet101 to conduct the ablation experiments
using DenseNet121 as the backbone. We perform RadCARE

TABLE IV

ABLATION RESULT OF DENSENET121 BACKBONE

and fine-tuning with causal intervention on IU-Xray and
MIMIC-CXR datasets. Due to the small scale of the IU-Xray
dataset and the simplicity of report content, the persuasive-
ness of the CIDEr metric on this dataset is limited. We
evaluated BLEU-4, Rouge-L, and METEOR on the IU-Xray
dataset, and the results indicate that our method still achieves
a significant improvement with DenseNet121. However, we
observed that the performance of models using DenseNet121
as the backbone is notably inferior to those using ResNet101.
We speculate that while DenseNet121 is efficient in feature
extraction due to its dense connections, it may not always
provide the best performance for tasks involving specific types
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TABLE V

WE EVALUATED THE PERFORMANCE OF VARIOUS MASKING RATIOS FOR
MASKED IMAGE RESTORATION ON THE IU-XRAY DATASET. WE PRE-

TRAINED THE RADCARE MODEL FOR 100 EPOCHS AND THEN
FINE-TUNED IT IN THE BASELINE (NON-CAUSAL MODEL) FOR

AN ADDITIONAL 5 EPOCHS

TABLE VI

THE PERFORMANCE OF DIFFERENT PRE-TRAINING METHODS ON IU-
XRAY, THE RESULT MARKED BY * MEANS FINE-TUNING WITH 10

EPOCHS, WHILE THE REST ONLY USE THE ENCODER WITH 100
EPOCHS. “TEXT” IS DENOTED AS POSTFIX TEXT GENERA-

TION AND “IMAGE” IS MASKED IMAGE RESTORATION. THE
RESULT MARKED BY † IS FROM [88]

of radiological images or requiring deeper feature extrac-
tion capabilities. Additionally, we conducted experiments on
the larger MIMIC-CXR dataset, using BLEU-4, CIDEr, and
METEOR as evaluation metrics. The results further confirm
our speculations and validate the effectiveness of our approach.

2) Effectiveness of RadCARE: In Table V, we conduct
ablation experiments to assess the impact of masking ratios
on model performance, and the results are presented. Our
RadCARE model achieved the best performance with a higher
masking ratio of 85%, which is in contrast to the optimal
masking ratio of 75% reported by MAE [17]. We attribute this
difference to the cross-modal information correlations, where
the masked information can be reconstructed by visible fea-
tures from both language and images. Furthermore, RadCARE
tends to learn general features from the masked modality at
higher masking ratios, while distinguishable features can be
extracted by the complete information from another modality.
To explore whether increasing the masking ratio further would
further improve the performance, we experimented with a
higher masking ratio of 95%. However, the decreased results
in Table V indicate that this approach leads to excessive
information loss.

In Table VI, we make a comparison with different pre-
training methods. It shows that the cross-modal pre-training
method has a more robust representation ability than the
masked image restoration with single-modality. However, the
Rouge-L metric in VisualGPT surpasses ours, possibly due to
its exclusive pre-training of the text decoder, enabling more
concentrated learning of the intricate structure in radiological
reports. Additionally, our cross-modal pre-training via postfix

TABLE VII

ABLATION ANALYSIS OF OUR CMCRL. THE BASELINE IS IMPLEMENTED
BY THE TRANSFORMER. THE MARKER AT THE BASELINE (NON-

CAUSAL MODEL) AND R2GEN [5] MEANS THE OPERATION IN THE
BRACKETS

text generation task achieves comparable performance to the
model that only fine-tunes the encoder, while ours fine-tunes
the whole model with fewer epochs. Moreover, our RadCARE
adopts the degradation images as input, which facilitates the
extraction of visual details in the downstream task.

Furthermore, in Table VII, Baselinew�• is significantly worse
than baseline on MIMIC-CXR, e.g., 10.1 → 7.0 for
BLEU-4, while still keeping performance improvement on IU-
Xray dataset. This validates the significant feature complexity
from the large-scale MIMIC-CXR dataset leads to unstable
probability distribution estimation with causal intervention.
Meanwhile, the RadCARE can substantially boost the perfor-
mance of the baseline, e.g., 14.8 → 17.0, 10.1 → 10.6 for
BLEU-4 on IU-Xray and MIMIC-CXR datasets, respectively.
The improvement is caused by the learned comprehensive
concepts and context in the pre-training and the cross-modal
features alignment stage, which shows the importance of
RadCARE. Similarly, The Rough-L is also barely improved
due to the features’ complexity and long sequence from
the MIMIC-CXR dataset. For example, although AlignTrans-
former achieves the same score of the Rough-L as CA on the
MIMIC-CXR, it outperforms CA on all other metrics.

3) Effectiveness of Causal Intervention: VDM: In Table
VII, Baselinew� and R2Genw� can boost the performance
compared to Baseline and R2Gen, which demonstrates the
validity of the VDM. However, the improvement of BLEU-4
between BaselinewF� and BaselinewF on the IU-Xray dataset
is more significant than that on the MIMIC-CXR dataset. This
is because the VDM can discover essential visual information,
but the report of the MIMIC-CXR is more complex and the
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Fig. 11. The visualization of the attention map. (a) is an example from the
MIMIC-CXR dataset that the colored text should be discovered in the marked
region of the image. The images in (b) are the attention maps of the non-causal
model and our CMCRL, respectively. The tag “Enc” means the accumulated
attention maps from the encoder for the selected local features, and “Dec” is
the response to the “pleural” (decoder output).

model fails to generate accurate descriptions. The performance
degradation of CIDEr can further illustrate it.

In Fig. 11, the encoder of the non-causal model exhibits
limited attention to all potential abnormal regions. Instead,
it excessively focuses on the base of the lung, possibly due
to the dataset’s high prevalence of lung-related diseases. In
contrast, the attention map from the CMCRL encoder can truly
focus on the dominant regions that may indicate abnormalities,
including the entire lung lobe, carina, and pleura, rather than
false correlations with biased visual concepts. This confirms
the semantic sensitivity of the VDM, which captures dominant
visual content by performing visual causal interventions.

LDM: Compared to the VDM, the LDM plays a more
significant role in RRG because the sophisticated linguistic
semantic patterns within reports are entangled and biased that
require elaborate linguistic deconfounding. In Table VII, the
performance drops without LDM, e.g., 11.9 → 11.0 for the
BLEU-4 metric on the MIMIC-CXR dataset. This shows the
importance of adjusting semantic relevance in word embed-
ding space. Compared with the baseline, the performance
improvement of BaselinewF• on the MIMIC-CXR dataset
demonstrates that the LDM can generate more accurate reports
even with biased visual information. However, the CIDEr
metric on the IU-Xray dataset shows the effectiveness of
the combination of VDM and LDM, while ILVD obtains a
lower score. This is due to the worse diversity on the IU-
Xray dataset, where Baselinew�• and R2Genw�• can get higher
CIDEr but lower BLEU-4 with inadequate multi-modal feature
correlation. In Fig. 11 (b), the attention map of the decoder
in the non-causal model exhibits evident redundant responses,
with high attention widely distributed in the upper part of
the lung, especially the carina. The CMCRL, in contrast,
can capture dominant semantic information in a coarse-to-fine
manner, refining it from the potential abnormal regions that
receive extensive attention in the encoder to the bilateral tho-
rax. The high attention on the carina may be attributed to the
presence of a support device that could increase cardiac load,

cause vascular occlusion or congestion, leading to changes
in intrathoracic pressure and eventually resulting in pleural
effusion. These findings indicate that the LDM can capture
more discriminative semantic information from the linguistic
modality through linguistic front-door interventions.

V. CONCLUSION

In this paper, we propose the Cross-Modal Causal Rep-
resentation Learning (CMCRL) framework for RRG, to
deconfound visual-linguistic confounders by causal interven-
tion. To alleviate the problem of unpaired visual-linguistic
data when pre-training, we propose RadCARE for cross-
modal pre-training, integrating postfix text generation and
degradation-aware masked image restoration task. To mitigate
cross-modal confounders and discover the true cross-modal
causality, we propose visual-linguistic causal front-door inter-
vention modules VDM and LDM, which are integrated into the
visual-Linguistic Causal Intervention (VLCI) model. Experi-
ments on IU-Xray and MIMIC-CXR datasets show that our
CMCRL can effectively mitigate visual-linguistic bias and
outperforms the state-of-the-art methods. The lower compu-
tational cost and faster inference speed of CMCRL promote
its clinical application. In future work, we aim to further
refine our method to better align with advanced Large Lan-
guage Models (LLMs) and apply it to a broader range of
medical imaging modalities, including CT, MRI, and digital
pathology slides, among others. Additionally, to enhance the
interpretability of causal reasoning, we will integrate the
inferential capabilities of LLMs with their internal knowledge
for causal inference. This may involve leveraging existing
multimodal data to construct retrieval-augmented generation
(RAG) tools or employing multi-agent systems to mine patient
causal information from multidimensional medical records.
We believe our work will inspire more causal reasoning
methods within the realm of Radiology Report Generation
(RRG) and extend its impact to other areas of medical imaging.
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