This CVPR paper is the Open Access version, provided by the Computer Vision Foundation.
Except for this watermark, it is identical to the accepted version;
the final published version of the proceedings is available on IEEE Xplore.

OptiMVMap: Offline Vectorized Map Construction via Optimal Multi-vehicle
Perspectives

Zedong Dan'?7, Zijie Wang™*', Wei Zhang?, Xiangru Lin!, Weiming Zhang?, Xiao Tan?,
Jingdong Wang?, Liang Lin', Guanbin Li*®

!Sun Yat-sen University
4Shenzhen Loop Area Institute

2Zhongguancun Academy
®Guangdong Key Laboratory of Big Data Analysis and Processing

3Baidu Inc.

{danzd, wangzj75}@mail2.sysu.edu.cn, liguanbin@mail.sysu.edu.cn

Abstract

Offline vectorized maps constitute critical infrastructure
for high-precision autonomous driving and mapping ser-
vices. Existing approaches rely predominantly on single
ego-vehicle trajectories, which fundamentally suffer from
viewpoint insufficiency: while memory-based methods ex-
tend observation time by aggregating ego-trajectory frames,
they lack the spatial diversity needed to reveal occluded re-
gions. Incorporating views from surrounding vehicles offers
complementary perspectives, yet naive fusion introduces
three key challenges: computational cost from large candi-
date pools, redundancy from near-collinear viewpoints, and
noise from pose errors and occlusion artifacts.

We present OptiMVMap, which reformulates multi-
vehicle mapping as a select-then-fuse problem to address
these challenges systematically. An Optimal Vehicle Selec-
tion (OVS) module strategically identifies a compact sub-
set of helpers that maximally reduce ego-centric uncer-
tainty in occluded regions, addressing computation and re-
dundancy challenges. Cross-Vehicle Attention (CVA) and
Semantic-aware Noise Filter (SNF) then perform pose-
tolerant alignment and artifact suppression before BEV-
level fusion, addressing the noise challenge. This targeted
pipeline yields more complete and topologically faithful
maps with substantially fewer views than indiscriminate ag-
gregation. On nuScenes and Argoverse2, OptiMVMap im-
proves MapTRv2 by +10.5 mAP and +9.3 mAP, respec-
tively, and surpasses memory-augmented baselines MVMap
and HRMapNet by +6.2 mAP and +3.8 mAP on nuScenes.
These results demonstrate that uncertainty-guided selection
of helper vehicles is essential for efficient and accurate
multi-vehicle vectorized mapping. The code is released at
https://github.com/DanZeDong/OptiMVMap.
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1. Introduction
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Figure 1. Comparison on the various design of map construc-
tion framework. (a) Memory-augmented single-vehicle meth-
ods with temporal memory (e.g.MVMap) or coarse map history
(e.g.HRMapNet). (b) OptiMVMap: adopts Select—then—Fuse
paradigm: selects complementary non-ego views first, then aligns
and denoises during fusion.

Vectorized map construction—recovering structured
map elements (lanes, boundaries, crossings) as geometric
primitives from sensor observations—is critical infrastruc-
ture for autonomous driving, enabling localization, path
planning, and decision-making [3, 18, 30]. Current ap-
proaches fall into two paradigms: online methods decode
maps frame-by-frame in real-time under strict latency con-
straints [5, 7, 8, 24, 26], while offline methods collect
sensor logs in-vehicle and generate maps off-board, elimi-
nating communication and bandwidth constraints. We fo-
cus on the offline setting—the de facto industry practice
[3, 18]—which adopts a “collect first, build later” paradigm
for production mapping systems, and is broadly consis-
tent with large-scale off-board auto-labeling pipelines in
autonomous driving[21]. Existing offline methods pre-

18140






ized map perception methods and achieves state-of-the-
art performance on nuScenes and Argoverse2 with a
small OVS-selected helper set, confirming that selective,
complementary-view fusion is essential for robust vector-
ized mapping.

2. Related Works

2.1. Single-vehicle Vectorized Map Construction

Single-vehicle Methods. Classical maps rely on SLAM
with costly human refinement [13, 14]. Recent works au-
tomate vectorized map construction from onboard sensors.
HDMapNet [6] produces BEV semantic segmentations with
heuristic vectorization. Recent work also explores improv-
ing lane/centerline learning through generative BEV priors,
e.g., LaneDiffusion [15]. VectorMapNet [10] is the first
end-to-end framework that autoregressively decodes point
sequences. Building on this line, DETR-style designs de-
code instances directly from BEV features [4, 5, 7, 8, 26].
Memory-augmented Single-vehicle Methods. To mitigate
the limited field of view of a single vehicle, StreamMap-
Net and IC-Mapper aggregate temporally adjacent frames
along the same ego trajectory [22, 28]. HRMapNet [25]
writes nearby predictions into a coarse local raster canvas,
while MVMap [20] fuses entire ego trajectory frames with
a NeRF-style module. However, these memories remain
fundamentally single-vehicle: additional observations are
drawn from nearly collinear viewpoints and thus provide
limited parallax to recover occluded or long-range structure;
further, the lack of memory quality control allows early
errors to be preserved and propagated. In contrast, Opti-
MVMap differs fundamentally: rather than accumulating
all ego frames, it follows a select—then—fuse paradigm, se-
lecting non-ego vehicles from nearby trajectories to provide
complementary context where the ego view is uncertain,
while filtering noisy or redundant observations.

2.2. Online Vectorized Map Construction

Most single-vehicle end-to-end methods run in an online
manner—decoding vectorized elements per frame from the
current sensor stream [4, 5, 7, 8, 26]. Streaming-memory
variants enlarge the temporal window yet remain fundamen-
tally single-vehicle [22, 28]. In contrast, we target the of-
fline setting: leveraging cross-trajectory evidence from mul-
tiple vehicles to harvest complementary views and improve
reliability under occlusions and at long range, while remain-
ing compatible as a plug-in to standard online backbones.

2.3. Offline Vectorized Map Construction

Offline vectorized maps are the backbone of high-precision
driving and mapping services [3, 18]. VMA [3] proposes
a scalable divide-and-conquer system that represents ele-
ments as unified point sequences for city-scale production.

DuMapNet [18] injects priors as queries with group-wise
prediction and contextual prompts, improving spatial con-
sistency and enabling large-scale deployment. LDMapNet-
U [19] further extends this production-oriented line to lane-
level map updating with prior-map encoding and instance-
level change prediction. Beyond these production sys-
tems, MVMap [20] performs dense volumetric fusion of an
ego trajectory in an offline pipeline. Although this yields
stronger spatial consistency than streaming approaches, it
aggregates only single-vehicle views and lacks utility-aware
admission, leading to near-collinear redundancy and propa-
gation of early errors. In contrast, our OptiMVMap adopts
a select-then-fuse strategy guided by semantic/uncertainty
cues, retaining only a small set of high-value candidates and
focusing computation on complementary evidence.

3. Methodology
3.1. Problem Setup

Given surround-view images of the ego vehicle Z, =
{I'}¥ | and surround-view images of M candidate non-
ego vehicles {Z, }}L, with Z,; = {I} }}\,, our offline
setting considers cross-trajectory observations that may be
asynchronous but can be temporally and spatially aligned
to a common BEV frame. From the M candidates, the
OVS module selects a top-K subset to serve as helper ve-
hicles (K < M), where N is the number of surround-
view cameras per vehicle. The goal of offline multi-vehicle
vectorized map construction is to recover the local BEV
map from the ego images together with the selected non-
ego evidence. The final output is a set of vectorized map
elements {(c,P)}, where ¢ is a semantic class label and
P = {(z;,y:)}£, is an ordered 2D point sequence of
length L in the BEV coordinate system.

3.2. Overview

In general, we adopt a select—then—fuse offline pipeline
with two stages: (1) Optimal Vehicle Selection. Given
the ego and M candidate non-ego vehicles, OVS ranks
candidates by their expected reduction in ego-centric BEV
uncertainty over occluded and long-range regions—using
spatial relevance, visibility, and baseline complementar-
ity—and selects a compact top-K set. (2) Lightweight
fusion. The selected views enter a two-step BEV fea-
ture path (Fig. 3): Cross-Vehicle Attention (CVA) per-
forms pose-tolerant cross-trajectory alignment and infor-
mation exchange to produce per-pair aligned features; a
Semantic-aware Noise Filter (SNF) then applies learned
semantic weights to suppress occlusion-/dynamics-induced
artifacts and aggregates the aligned features into a consoli-
dated BEV representation. Finally, a standard DETR-style
map decoder operates on the fused BEV feature to produce
vectorized map instances. OptiMVMap is plug-and-play
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Figure 4. Comparison between Soft LSS and Hard LSS.

convolutional network Gg:

Ue = g@(Ue)7 Uv = g@(Uv) (2)

To assess uncertainty-reducing potential, we spatially align
U, with each candidate U, using a CVA step, generating
integrated uncertainty features:

U, = F(U,, U,). (3)

Each non-ego’s spatial position embedding E,, then serves
as a query in a cross-attention module with U,,, and an MLP
produces a suitability score s,,:

sy = MLP(CA(E,, U,)). 4)

Finally, we select the top-K non-ego vehicles based on
{sy}. By construction, OVS concentrates computation on
high-utility, geometrically complementary helpers and tar-
gets uncertainty reduction in the ego’s hard regions, provid-
ing the inputs for the subsequent CVA/SNF fusion pipeline.

3.4. Multi-vehicle Vectorized Map Construction

BEV Encoder. We first extract per-view (PV) image and
semantic features for the ego and each non-ego vehicle. Let
the ego’s multi-view images and semantic segmentations be
I, and S, (and analogously Z,,, S, for a non-ego v). Us-
ing separate convolutional image and semantic encoders,
we first derive PV features F. and F,, and their seman-
tic counterparts F2°™ and F;°"*. These PV features are
then transformed into BEV features B, and B, and their
semantic counterparts B;*™ and B, using the PV2BEV
module.

We use LSS [11] to transform PV image features into
BEV features. In LSS’s BEV pooling, it directly sums
depth-weighted PV features (frustum features) into BEV
grids, performing a soft assignment (Soft-LSS). However,
for PV semantic features, this soft assignment leads to se-
mantic ambiguity. To mitigate this, we propose Hard-LSS:
we directly assign PV semantic features to BEV grids and
use depth probabilities as confidence scores. As illustrated
in Fig. 4, for each BEV grid cell, we retain only the seman-
tic feature corresponding to the highest depth probability.
Each non-ego BEV feature B, is then initially aligned to
the ego BEV coordinates by BEV warping using coordinate
transformations derived from camera parameters.

Cross-Vehicle Attention (CVA) network. We apply CVA
only to the OVS-selected helpers so that cross-vehicle align-
ment and fusion remain lightweight. The Cross-Vehicle At-
tention (CVA) network progressively aligns and integrates
BEV features from ego and non-ego vehicles. Due to cal-
ibration errors across vehicles, BEV warping cannot fully
resolve rotational and translational misalignments. CVA
addresses these by learned, feature-conditioned sampling
while exchanging information across vehicles. A CVA layer
is denoted as F(Q;n, V). First, each non-ego BEV feature
B, is individually fused with the ego feature B, generating
intermediate aligned features. Subsequently, another CVA
layer further refines alignment by integrating these interme-
diate features with the original non-ego features:

B/ = F(F(B.,B,),By,), (5)

where B/*¢? denotes the refined non-ego BEV feature af-
ter alignment and integration. Specifically, a CVA layer F
is adapted from deformable attention [29]. Given a query
feature Q;,,, value feature V, and a set of reference points
R, CVA computes adaptive sampling offsets and weights as
follows:

Nojy
Qout = Qin + Y Wi -DA(Qin, R+ 0, W,V), (6)

i=1

O, = OffsetProj([Qin, V]),

(7
where O; and W, represent sampling offsets and weights,
respectively; N,y is the number of sampling offsets for
each query; and R denotes reference points. We use two
shallow CVA layers with a small V¢, yielding near-linear
cost in HW and K under our small-K regime. Addition-
ally, to ensure consistency, the ego vehicle’s BEV features
are also self-enhanced using CVA:

anhanced = F(F(B.,B.),B.). (®)

Semantic-aware Noise Filter (SNF). After CVA, residual
artifacts may persist (e.g., dynamics- and occlusion-induced
noise). Guided by semantic and uncertainty priors, SNF
computes pixel-wise weights indicating confidence in each
feature’s reliability. SNF acts as a quality gate, normaliz-
ing contributions across ego + selected non-ego vehicles at
each pixel. Weights for B¢""*"*? and each Bf"*“* are
computed as:

S¢,Su,,..s Sy, = Softmax(NS(Beranced gsem)
used sem
NS(BJused B3*™), .., (9)
NS(BJ*ed, By™))

where NS is a noise-scoring convolutional network. The
final BEV representation is an adapted combination of the
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sively adds each component to MapTRv2 baseline. Sim-
ply concatenating ego and non-ego features and fusing them
through shallow MLPs provides only a marginal +1.8 mAP
gain, since naive fusion fails to compensate for noise and
cross-vehicle misalignment. Adding CVA yields +2.6 mAP
(39.5—42.1), confirming that pose-tolerant cross-vehicle
alignment is a prerequisite for reliable fusion. Introducing
SNF provides another +2.0 mAP (42.1—44.1) by suppress-
ing occlusion-/dynamics-induced artifacts. Further replac-
ing BEV sum pooling with depth—semantic decoupled max
pooling brings +0.9 mAP (44.1—45.0) for avoiding seman-
tic blurring. Finally, adding OVS on top lifts performance
by a further +4.8 mAP (45.0—49.8), exceeding the com-
bined gains of alignment and denoising, indicating that se-
lecting a small set of complementary helpers before fusion
is the dominant driver of accuracy.

Effect of non-ego vehicle selection. Table 4 compares
OVS with two policies under the same helper budget K:
(1) Random — uniformly sampling K helpers from the
60 m candidate pool, averaged over 10 independent trials;
(ii) Closest — choosing the K spatially nearest helpers in
the ego-centric BEV frame. The Random average remains
substantially lower, implying that indiscriminate aggrega-
tion of available frames tends to inject pose/asynchrony
and occlusion noise and is therefore suboptimal. Mean-
while, Closest mirrors temporal stacking behaviors (e.g.,
selecting near-collinear views as in trajectory-wise fusion),
which provides limited parallax and high redundancy, yield-
ing smaller improvements. OVS outperforms both by a
clear margin (+6.9 mAP over Random, +4.4 mAP over
Closest), indicating that selecting complementary view-
points—rather than merely nearby ones—drives the gains.
Analysis on helper budget K. As shown in Table 5,
increasing K from 1—2 yields +4.8 mAP. Enlarging K
to 3, 4, and 5 brings only about +1 mAP per step
(71.0—72.1—72.9—73.9), and beyond that the curve grad-
ually flattens, with merely +0.3 from K=5 to 6 and
+0.1 from K=6 to 7. This small-K knee shows that an
OVS-selected set of 2-5 complementary helpers captures
most of the attainable gains; simply accumulating more
frames delivers diminishing returns and increases redun-
dancy/pose—async noise—i.e., indiscriminately “fusing-all”
is not optimal.

Noise robustness under pose perturbations. Please refer
to the supplementary document for more details.

4.4. Qualitative Analysis

In Fig. 5, walls occlude the pavement behind the ego and the
far-range straight lanes, where the ego’s uncertainty map
peaks. The MapTRv2 baseline misses these distant cen-
terlines and warps boundaries; HRMapNet aggregates such
errors without quality control. OptiMVMap selects two
non-ego helpers whose viewpoints look through the wall-

Table 3. Ablation analysis of key components on nuScenes.

Methods APui(1) APpea(?) APpua(T) mAP(T)
MapTRv2 baseline  35.1 34.8 43.1 37.7
Naive Fusion 38.0 35.0 45.5 39.5
CVA 40.5 38.7 47.1 42.1
CVA + SNF 439 38.2 50.2 44.1
CVA + SNF +

BEV Max Pooling  42.8 41.2 50.9 45.0
CVA + SNF +
Pooling + OVS 46.8 46.6 56.0 49.8

Table 4. Comparison of non-ego vehicle selection method (Ran-
dom is averaged over 10 trials).

Methods | APy (1)  APpea(1)  APp(1) mAP(T)

Random 65.8 63.3 66.1 65.1
Closest 68.3 65.6 68.5 67.6
(OA 71.0 71.5 73.6 72.0

Table 5. Analysis on non-ego vehicle number K.

K ‘ APdiv(T) Aprd(T) Aand(T) mAP(T)

1 66.2 64.4 68.1 66.2
2 70.0 70.6 72.2 71.0
3 71.0 71.6 73.6 72.1
4 71.7 72.6 74.5 72.9
5 72.5 73.8 75.4 73.9
6 72.7 74.1 75.9 74.2
7 72.7 74.2 76.1 74.3

occluded corridor and down the long straight, and—after
alignment/denoising—recovers the straight lane lines and
cleans the fork boundaries. The uncertainty hotspots pre-
cisely coincide with these regions and guide OVS to the
most complementary views, explaining why selective fu-
sion succeeds where indiscriminate aggregation fails. More
qualitative results are in the supplementary material.

5. Conclusion

We revisit offline vectorized map construction from a multi-
vehicle perspective and present OptiMVMap, a plug-and-
play select—then—fuse framework that aggregates comple-
mentary views from surrounding vehicles. With only 2-5
selected helpers, OptiMVMap yields more complete and
topologically faithful maps, particularly under occlusion
and at long range. Integrated with MapTRv2, it achieves
state-of-the-art performance on nuScenes and Argoverse?2,
consistently surpassing strong single-vehicle and memory-
augmented baselines. These results demonstrate that prin-
cipled, complementary-view selection—rather than indis-
criminate aggregation—is essential for robust offline vec-
torized mapping. We anticipate that our work will inspire
future research on multi-perspective, selection-aware map-
ping approaches.
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