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Figure 1. DreamShot generates coherent, multi-shot storyboards conditioned on multiple reference images. Given character reference im-
ages (left), DreamShot synthesizes personalized storyboard sequences (right) that preserve identity, appearance, and style across shots. The
generated shots remain consistent through large viewpoint shifts, character interactions, and scene transitions, demonstrating DreamShot’s
ability to maintain role consistency, scene continuity, and narrative coherence throughout multi-shot visual storytelling.

Abstract

Storyboard synthesis plays a crucial role in visual story-
telling, aiming to generate coherent shot sequences that vi-
sually narrate cinematic events with consistent characters,
scenes, and transitions. However, existing approaches are
mostly adapted from text-to-image diffusion models, which
struggle to maintain long-range temporal coherence, con-
sistent character identities, and narrative flow across mul-
tiple shots. In this paper, we introduce DreamShot, a video
generative model based storyboard framework that fully ex-
ploits powerful video diffusion priors for controllable multi-
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shot synthesis. DreamShot supports both Text-to-Shot and
Reference-to-Shot generation, as well as story continua-
tion conditioned on previous frames, enabling flexible and
context-aware storyboard generation. By leveraging the
spatial-temporal consistency inherent in video generative
models, DreamShot produces visually and semantically co-
herent sequences with improved narrative fidelity and char-
acter continuity. Furthermore, DreamShot incorporates
a multi-reference role conditioning module that accepts
multiple character reference images and enforces identity
alignment via a Role-Attention Consistency Loss, explic-
itly constraining attention between reference and generated
roles. Extensive experiments demonstrate that DreamShot
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achieves superior scene coherence, role consistency, and
generation efficiency compared to state-of-the-art text-to-
image storyboard models, establishing a new direction to-
ward controllable video model-driven visual storytelling.

1. Introduction

The rapid advancement of AI-generated content (AIGC)
has revolutionized visual media creation. Recent diffusion-
based models have demonstrated impressive capabilities in
text-to-image and text-to-video generation, producing high-
fidelity single images and short clips that rival professional
artistry [20, 41, 45]. However, these achievements primar-
ily focus on static imagery or short temporal spans, while
long-form, narrative-driven visual storytelling, which is the
core of cinematic expression, remains largely unexplored.

Real-world visual narratives such as films and anima-
tions are structured stories composed of multiple shots, each
fulfilling distinct narrative and emotional functions. Gen-
erating such multi-shot narratives requires global planning,
role consistency, and scene continuity, which remain chal-
lenging for current AIGC systems [8, 58]. Direct video syn-
thesis is computationally expensive and redundant, generat-
ing thousands of similar frames for short moments and con-
straining scalability in video length, resolution, and control-
lability, thus hindering story-level generation. To address
these challenges, we shift the focus from dense video gener-
ation to storyboard synthesis — an efficient and controllable
representation that conveys a narrative through key cine-
matic shots, capturing composition, perspective, and emo-
tion without the redundancy of continuous frames.

Early storyboard generation methods are predominantly
built on image diffusion models. Works such as AnyS-
tory [14], UNO [47], InstantID [43], and StoryMaker [57]
focus on subject consistency via IP-Adapter [52], Omini-
Control [39], or ControlNet [54]. Although effective in pre-
serving character identity, these models restrict controlla-
bility to portrait-level features, leaving attire, lighting, and
scene layout under-constrained. The issue becomes more
severe under multi-reference conditions, where feature en-
tanglement causes role confusion, as shown in Fig. 2. Sub-
sequent approaches [6, 30, 50] attempt to generate sequen-
tial storyboards from text or an initial keyframe, improv-
ing stylistic coherence but lacking fine-grained personaliza-
tion and multi-identity consistency. Recent methods such
as StoryDiffusion [56] and Story-Adapter [24] refine cross-
frame attention to enhance continuity, yet image diffusion
models inherently prioritize diversity over temporal stabil-
ity, limiting long-range coherence. A natural extension is to
incorporate video priors. Video-based models [25, 40, 49]
capture temporal dynamics and inter-frame dependencies,
yielding improved motion and scene continuity. However,
their dense frame synthesis introduces high computational

Reference Images

Role Confusion Cross-Shot Scene Inconsistency

Storyboard Shot 1 Storyboard Shot 2

Figure 2. Image-based models often suffer from role confusion
(Red arrrow) and scene inconsistency (Blue arrow) across shots.

overhead, constraining duration, resolution, and editability.
These observations lead to a key dilemma: image-based
models offer flexibility but lack coherence, while video-
based models offer consistency but lack efficiency.

Building on the above insights, we propose DreamShot,
a video diffusion prior based storyboard generation frame-
work for coherent, personalized, and controllable visual sto-
rytelling. The core idea is to leverage the spatio-temporal
priors of video generative models to capture temporal con-
sistency and contextual awareness across shots while main-
taining the efficiency and controllability of image-level gen-
eration. This enables DreamShot to produce globally co-
herent storyboards with consistent characters, scenes, and
cinematic framing across multi-shot narratives. DreamShot
unifies three generation modes: Text-to-Shot, Reference-to-
Shot and Shot-to-Shot, supporting both story creation (from
text or reference images) and continuation (from preceding
shots), seamlessly linking local synthesis with global nar-
rative flow. To maintain role consistency in multi-character
scenarios, DreamShot introduces a Role-Attention Consis-
tency Loss (RACL) that explicitly aligns attention between
reference images and generated shots, enforcing one-to-one
role correspondence and cross-shot continuity. This effec-
tively mitigates feature entanglement and preserves iden-
tity stability throughout the storyboard. Complementing
the model, we construct a high-quality storyboard dataset
with temporally coherent shot sequences extracted from
real and synthetic videos. Each sequence is paired with
representative reference frames and rich shot-level annota-
tions, supporting the supervised learning of context-aware,
identity-preserving, and narratively consistent storyboards.
Together, DreamShot bridges image-based controllability
with video-level coherence, offering a practical and scal-
able path toward long-form, cinematic visual storytelling.
In summary, our key contributions are fourfold:

• We propose DreamShot, a unified video-based framework
supporting multiple personalized storyboard generation
modes with strong character and scene consistency

• We design a Role-Attention Consistency Loss to align
cross-role attention, mitigating character confusion and
enhancing identity consistency.
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• We build a high-quality storyboard dataset with paired
references and shot-level annotations, providing a strong
foundation for personalized storyboard generation.

• Our method achieves state-of-the-art performance and
generalizes well to out-of-distribution scenarios.

2. Related Work
Storyboard Visualization. Storyboard visualization aims
to generate coherent and visually consistent shot sequences
for comics or cinematic planning. Most existing approaches
are built upon image-based diffusion models [20, 29, 32].
Methods like StoryDiffusion [56], Story-Adapter [24], and
Storyboard [6] adopt training-free strategies, leveraging at-
tention consistency and iterative refinement to generate co-
herent multi-shot scenes. StoryWeaver [53] achieves cus-
tomized story visualization through a Character Graph,
enabling identity-consistent generation with text seman-
tics. AnyStory [14] and StoryMaker [57] further incorpo-
rate strong image encoders to extract facial identities and
cropped character images for more personalized control.
However, since these methods rely on image diffusion, they
are constrained by the inherent priors of image models and
struggle to maintain consistency across multiple shots. Sto-
ryAnchors [42] adopts a video-based paradigm for contex-
tual coherence but supports only text or preceding shots as
conditions, limiting its ability for personalized generation.
Personalized Generation. Personalized generation aims
to produce customized and consistent outputs conditioned
on one or multiple references. Some methods [9, 13, 34]
adapt pre-trained models to embed novel concepts from
a few exemplar images, while others [3, 11, 55] trans-
form reference images into token-specific modulation off-
sets for fine-grained personalization. In addition, several
approaches [17, 18, 23, 26, 36, 46] concatenate reference
features as conditional tokens into DiT-based architectures
to enable direct attention interaction. Although these meth-
ods produce high-quality personalized images, they strug-
gle to maintain role and scene consistency across shots and
provide limited control over perspective and framing.
Video Diffusion Model. Compared with image models,
video models are better at capturing temporal dependen-
cies and cross-frame contextual semantics, enabling more
consistent and coherent representations of dynamic scenes.
Most existing video generation models [19, 22, 41, 51] are
built within diffusion-based frameworks, evolving from tra-
ditional U-Net [33] architectures to transformer-based de-
signs such as DiT [28] and MMDiT [19], which greatly en-
hance scalability and generation quality. These models can
synthesize high-quality, temporally continuous videos, but
they are primarily designed for single-shot scenarios and
lack explicit mechanisms to construct coherent narratives
across discrete shots. Recent studies [25, 40, 48, 49] explore
multi-shot long video generation, yet these approaches typ-

ically demand heavy computational resources and can only
produce a limited number of shots, making them less suit-
able for controllable or editable storyboard creation.

3. Methodology

As illustrated in Fig. 3, DreamShot is built upon a video
diffusion backbone, consisting of a spatio-temporal video
VAE and a Diffusion Transformer (DiT). Each storyboard
group consists of the following elements: K reference roles
{I(k)ref}Kk=1 appearing in the storyboards, each with a prompt

Ck
ref ; and S storyboard shots {I(s)shot}Ss=1, each with an an-

notation Cs
shot. As shown in Fig. 3, shots are denoted as

‘<Shot x>’, and reference roles as ‘<Role x>’.

3.1. DreamShot Framework
Modern video VAEs (e.g., Wan-VAE [41]) perform tempo-
ral compression by encoding every T consecutive frames
into a single latent representation (commonly T=4), sub-
stantially reducing computation while preserving temporal
structure. Importantly, video VAEs adopt causal spatiotem-
poral encoding, such property inherently models a forward-
evolving temporal process. To align storyboard generation
with both the temporal compression and the causal tem-
poral structure of the video VAE, we repeat each story-
board shot T times (except the first shot) before encoding.
This produces a temporally ordered latent sequence, where
each shot acts as a stable temporal segment consistent with
the VAE’s causal encoding behavior: zshot ∈ Rs×d×h×w,
where s is the number of shots and d, h, w are the latent
dimensions. This converts the originally independent story-
board images into a coherent latent stream consistent with
the VAE’s causal structure, allowing the DiT to interpret
the storyboard as a coherent temporal narrative rather than
isolated frames. Each reference image is encoded indepen-
dently using the same video VAE. We treat these reference
latents as the preceding temporal anchor for the storyboard
sequence, denoted as zref ∈ Rk×d×h×w, where k is the
number of reference identities. In parallel, the text descrip-
tions corresponding to each reference image and storyboard
shot are encoded with umT5 text encoder [4], providing the
condition embeddings, Ct. This structure produces tempo-
rally aligned latent tokens and text embeddings, enabling
DreamShot to fully exploit the spatiotemporal priors in the
video diffusion backbone.

To fully exploit the 3D rotary position encoding
(RoPE) [38] employed in video diffusion models, we con-
catenate the reference-image tokens before the shot tokens,
forming zt = [zref , zshot]. Unlike image-based diffusion
models that rely on 2D RoPE, video models encode spatial
and temporal positions, enabling them to model long-range
temporal evolution. By arranging reference tokens first and
storyboard-shot tokens afterward, we explicitly map the in-
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Figure 3. The overall framework of DreamShot consists of a Video-VAE (e.g., Wan-VAE) and a DiT module. Our model supports
three generation modes: Reference-to-Shot, Text-to-Shot, and Shot-to-Shot. During inference, both the character reference image and the
storyboard reference shots are introduced in a clear, noise-free form. Each shot interacts with its corresponding textual script through shot-
wise cross-attention, enabling the generation of diverse storyboard shots that maintain consistent character identity and scene coherence.

put sequence into a temporal ordering: references occur
first, and followed by the story progression across shots.
This simple but crucial design enables the DiT to propagate
role identity forward in time, maintaining character consis-
tency and logical narrative evolution capabilities, which are
fundamentally absent in image-based models.
Shot-Wise Cross-Attention. Within the N DiT blocks,
self-attention is computed jointly over reference and shot
tokens, allowing the model to inject reference-image iden-
tity cues directly into storyboard representations:

zs = Softmax(
QsK

T
s√

d
)Vs, (1)

where Qs,Ks, Vs are obtained through linear projections of
the token zt. The resulting features are passed to a shot-wise
cross-attention layer, where each storyboard shot indepen-
dently attends to its corresponding text embedding for fine-
grained vision–language alignment:

zic = Softmax(
Qi

c(K
i
c)

T

√
d

)V i
c , i = 0, · · · , k + s, (2)

where Qc is linearly projected from zs and Kc, Vc are lin-
early projected from Ct.

3.2. Learning Strategy
Based on the architecture in Sec. 3.1, we perform mixed-
mode training across all generation modes, i.e., Text-to-
Shot, Reference-to-Shot and Shot-to-Shot. In the reference-
to-shot mode, noise is applied only to the storyboard shot
tokens at timestep t:

zt = (1− t)zshot + tzn, zn ∼ N (0, 1), (3)

where zn denotes a noise sample.
With the timestep t, reference tokens zref and text

prompts Ct as conditions, the diffusion model trains a net-
work ϵθ to regress the velocity field ϵθ(zt, Ct, t) by mini-
mizing the Flow Matching objective:

Ldiff = Et,(zt,Ct)∼D,zn∼N (0,1)[||ϵ− ϵθ(zt, Ct, t)||], (4)

where the target velocity field is ϵ = zn − zshot.
Similarly, in the text-to-shot mode, each storyboard shot

is perturbed with noise at the same timestep, where the
model predicts the noise at each timestep under textual
guidance. In contrast, in the shot-to-shot mode, the preced-
ing shots are used as reference inputs without any noise in-
jection, representing a clear and lossless condition to guide
the generation of subsequent shots.
Role-Attention Consistency Loss. In cinematic story-
boards, multiple reference roles often appear simultane-
ously. However, existing models mainly focus on iden-
tity preservation and tend to suffer from role confusion
when handling multiple identities, where features of differ-
ent roles such as faces and clothing are incorrectly merged
into a single role. To address this, we propose a Role-
Attention Consistency Loss (RACL), which enforces simi-
larity constraints among corresponding role representations
during training, thereby reducing the likelihood of cross-
role feature confusion.

We obtain role masks for both reference and storyboard
images to distinguish multiple roles, as shown in Fig. 4.
Reference masks are generated via saliency-based extrac-
tion, and storyboard roles are segmented using grounding-
based segmentation [31]. We then employ ArcFace [5] and
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Figure 4. Illustration of the Role-Attention Consistency Loss
(RACL). RACL supervises the attention maps between each ref-
erence image and each storyboard shot, ensuring that each role at-
tends to its corresponding spatial regions while suppressing entan-
glement across different identities. By enforcing one-to-one role
correspondence and penalizing mixed-role attention, RACL im-
proves role grounding, enhances cross-shot identity consistency,
and mitigates multi-reference confusion.

a VLM [12] to establish one-to-one correspondences be-
tween reference and storyboard roles, yielding paired masks
(mk

ref ,m
k
s) for each role k in shot s.

In the DiT self-attention, each role in the reference image
attends to its corresponding counterpart in the storyboard
shot. The correlation is represented by the resulting atten-
tion map, as shown in Fig. 4. For a reference role k, the
attention between this role rk and its counterpart in story-
board shot sk across N DiT blocks can be defined as:

Ark−sk =
1

N

N∑
n=1

mk
ref∑

i=1

Softmax(QiK
T
sk
/
√
d), (5)

which represents the role attention between the reference
and storyboard images. We expect the attention to focus on
role k itself rather than being dispersed to other regions.
Therefore, we apply the mask mk

s as a supervision con-
straint to enforce this focus. Similarly, the attention be-
tween role k in shot s (sk) and the same role in shot s′ (s′k)
can also be computed as

As′k−sk =
1

N

N∑
n=1

mk
s′∑

i=1

Softmax(QiK
T
s′k
/
√
d). (6)

We apply the same supervision constraint to prevent roles
from other shots from being confused with those in shot s.
Accordingly, the final loss can be formulated as:

LRAC =
1

S

S∑
s=1

1

K

K∑
k=1

(
BCE(Ark−ss ,m

k
s)

+ BCE(As′k−sk ,m
k
s)
)
,

(7)

where BCE denotes the binary cross entropy loss.

BCE(A,m) = −[m logA+ (1−m) log(1−A)]. (8)

By interating LRAC into the training objective, our model is
encouraged to learn precise role correspondences between
reference and storyboard shots. This significantly miti-
gates role confusion and enhances role consistency across
generated shots. The final training objective is defined as
L = λLRAC + Ldiff , where λ is the weigh term.
Reference-Free CFG. Similar to classifier-free guid-
ance [15] (CFG), we extend it to a reference-free guidance
scheme. During training, we randomly drop text or image
conditions to create negative samples. At inference, outputs
generated with negative prompts and without reference im-
ages are used to guide the final storyboard generation. The
denoised latent at timestep t is defined as

zt−1 = z∅,neg
t + ω1(z

ref,neg
t − z∅,neg

t )

+ω2(z
ref,pos
t − zref,negt ),

(9)

where z∅,neg
t denotes the unconditional denoising output

with negative prompts only, zref,negt represents the output
conditioned on reference images and negative prompts and
zref,post corresponds to the output conditioned on both ref-
erence images and positive prompts. The coefficients ω1

and ω2 are weight terms. This mechanism enhances the
consistency between the roles in the generated shots and
their corresponding reference roles.

4. Storyboard Dataset
As shown in Fig. 5, we develop a scalable storyboard-
generation pipeline, consisting of four stages: data cura-
tion, narrative scene structuring, character representation
enhancement, and story annotation. Further details are pro-
vided in the supplementary materials.
Data Curation. Storyboard data are scarce and need to
be extracted from cinematic videos. Existing open-source
datasets [27, 44] rarely contain storyboard-style structures,
while high-quality narrative videos are difficult to access.
To mitigate this, we collected 40K high-quality videos from
web and supplemented them with 50K AIGC-generated
videos created by advanced video tools [10] and diverse
prompts. These synthetic videos are easier to obtain and
cover a wide range of styles, scenes, and narratives, provid-
ing rich material for storyboard generation.
Narrative Scene Structuring. Next, unlike method [42] that
uniformly sample frames as storyboards, we extract repre-
sentative, narratively coherent, and scene-consistent shots
from raw videos. Specifically, we use PySceneDetect [1] to
segment videos based on shot transitions and extract repre-
sentative keyframes from each shot. We apply the Laplacian
operator and quality assessment [7] to remove low-quality
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Figure 5. Overview of the data construction pipeline. The process consists of four main stages: data source selection, keyframe extraction
and scene-wise grouping, role extraction and augmentation, and story annotation. Rigorous quality control is applied at each stage to
ensure the consistency and reliability of the dataset.

Methods CIDS(Character) CSD(Style) AES Alignment

Self↑ Cross↑ Self↑ Cross↑ Score↑ Score↑

Reference-to-Shot
Story-Adapter [24] 36.1 25.5 51.9 36.7 5.44 1.84
DreamO [26] 47.2 40.0 58.3 39.5 5.45 3.29
UNO [47] 38.6 28.6 56.2 40.3 5.28 3.27
DreamShot 48.7 51.6 64.5 45.1 5.50 3.39

Text-to-Shot
Story-Adapter [24] 45.4 - 44.2 - 5.41 1.98
StoryDiffusion [56] 45.4 - 56.9 - 5.38 1.82
Story2Board [6] 44.4 - 62.6 - 5.27 2.95
DreamShot 46.8 - 65.4 - 5.46 3.22

Shot-to-Shot
Story-Adapter [24] 42.2 - 52.2 - 5.45 2.27
UNO [47] 36.7 - 55.8 - 5.12 3.28
DreamShot 40.4 - 62.3 - 5.46 3.31

Table 1. Quantitative evaluation on DreamShot test set, including
three modes: Reference-to-Shot, Text-to-Shot, and Shot-to-Shot

and contentless frames, and use a VLM [12] to cluster nar-
ratively coherent frames within the same scene into story-
board groups. Each long video is ultimately divided into
multiple storyboard groups based on scene boundaries.
Character Representation Enhancement. We extract ref-
erence roles from each storyboard group, identifying and
aggregating main characters by portrait ID. To reduce the
copy-and-paste artifacts that may occur during reference-to-
shot generation, we introduce a cross-storyboard matching
strategy: using ArcFace [5], we retrieve the same characters
from other storyboard groups to serve as reference roles for
the current group. Furthermore, to enhance the diversity
of the reference roles, we employ video-based augmenta-
tion [10] or reference-image generation [2, 35], expanding
each roles into multiple reference forms like half-body, full-

Methods CIDS(Character) CSD(Style) AES Alignment

Self↑ Cross↑ Self↑ Cross↑ Score↑ Score↑

Reference-to-Shot
Story-Adapter [24] 60.5 46.0 54.8 45.6 4.99 2.69
SEED-Story [50] 58.7 28.7 74.8 22.7 3.82 1.23
UNO [47] 62.0 48.5 60.2 39.1 5.23 3.01
OmniGen2 [46] 64.7 54.8 60.0 45.4 5.25 3.10
QwenImage [45] 57.4 47.5 59.3 38.1 5.50 3.28
DreamShot 65.6 60.2 61.8 43.9 5.40 3.37

Table 2. Latest quantitative evaluation on VistoryBench.

body, close-up, and side-view portraits.
Story Annotation. Based on the storyboards, we employ a
VLM [12] to annotate each shot in terms of perspective, en-
vironment, action, and style, ensuring narrative coherence
throughout the sequence. Each reference image is also an-
notated with attributes like gender, appearance, and cloth-
ing, resulting in a comprehensive storyboard dataset.

5. Experiments
5.1. Implementation Details
Hyperparameters. We adopt Wan2.1-14B [41] as the base
model. During training, the first 10k iterations are per-
formed at 192p resolution with the Role-Attention Loss
(λ = 0.2) to guide the model in learning character-role cor-
respondence. In the following 10k iterations, the resolu-
tion is increased to 480p, and the model is trained only with
Ldiff using a learning rate of 3 × 10−5, the AdamW [21]
optimizer, and a LoRA [16] rank of 256. During inference,
ω1 and ω2 are set to 4 and 5, respectively. The entire train-
ing process is conducted on 8 A800 GPUs and takes ap-
proximately 48 hours.
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Figure 6. Qualitative comparisons with existing methods. (a) Reference-to-Shot generation. Compared with other methods, our approach
adapts well to shot transitions while maintaining consistent environmental layout across scenes. (b) Text-to-Shot generation. Our results
reflect better cinematic storytelling rather than portrait-like compositions, while achieving superior character consistency across shots.

Benchmarks. We comprehensively evaluate our method
on the DreamShot Test Set and VistoryBench [58]. The
DreamShot Test Set contains 100 storyboard samples, each
including reference images, textual descriptions, and exam-
ples of previous frames. We further conduct evaluations on
VistoryBench, which consists of 80 story samples, 1,317
storyboard shots, and 509 reference images collected from
diverse sources such as film and television scripts, literary
classics, world legends, novels, and picture books.
Evaluation metrics. Following VistoryBench [58], We
evaluate Cross-Similarity and Self-Similarity, measuring
the resemblance between generated and reference images
and the consistency among generated shots. Character
Identification Similarity (CIDS) computes the average co-
sine similarity of character features across shots to assess
identity consistency, while Contrastive Style Descriptors
(CSD) [37] measure style and scene coherence using CLIP-
extracted features. We further report an Alignment Score
based on GPT to evaluate the correspondence between gen-
erated shots and textual descriptions, covering scene layout,
actions, and camera perspective. The AES Score [7] is also
used to assess the aesthetic quality of each shot.

5.2. Comparisons with Existing Methods
Quantitative results. We evaluate our method on the
DreamShot Test Set across three personalized generation

settings: Reference-to-Shot, Text-to-Shot, and Shot-to-
Shot, comparing it with state-of-the-art methods including
Story-Adapter [24], UNO [47], DreamO [26], StoryDiffu-
sion [56], and Story2Board [6]. As shown in Tab. 1, our
method outperforms existing approaches across multiple
metrics, achieving a notable 6.2 improvement in the CSD-
Self score over the second-best method in the reference-to-
shot setting. This demonstrates its superior scene and style
consistency across storyboard shots, producing results more
aligned with visual storytelling. Furthermore, we evaluate
our method on VistoryBench [58], as shown in Tab. 2. On
this multi-scene and multi-style benchmark, our approach
also achieves superior performance, surpassing the second-
best method by 8.2 in the CIDS-Cross score, demonstrating
stronger preserves character identity and maintains stronger
Qualitative results. Fig. 6 shows qualitative comparisons
between our method and others. (a) In the Reference-to-
Shot mode, our approach effectively preserves the refer-
ence character identity while maintaining scene consistency
across shot transitions. (b) In the Text-to-Shot mode, our
results exhibit stronger cinematic quality and maintain con-
sistent character appearance across different shots.

5.3. Ablation Study
Role-Attention Consistency Loss. As shown in 3, we
compare our model with ‘Ours w/o LRAC . The results show
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DreamShot CIDS(Character) CSD(Style) AES Alignment

Self↑ Cross↑ Self↑ Cross↑ Score↑ Score↑

w/o LRAC Reference-to-Shot
Phase-Pos 43.6 20.0 67.2 36.2 5.47 2.96
Neg-Pos 47.2 40.9 60.5 35.0 5.20 3.03
Last-Pos 43.5 43.5 65.3 43.4 5.53 3.26

Ours w/o LRAC 46.7 48.3 64.2 43.7 5.49 3.26
Ours 48.7 51.6 64.5 45.1 5.50 3.39

Table 3. Qualitative analysis of different positional incorporation
strategies for reference images (upper part) and the effectiveness
of LRAC (lower part).
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Figure 7. Visualization of attention maps with and without LRAC

under the two-reference images. Without LRAC , the attention of
different reference roles tends to overlap, causing confusion in fa-
cial features and clothing.

that incorporating LRAC improves role consistency and en-
hances alignment with reference images after role disentan-
glement, achieving a 3.3 gain in the CIDS-Cross score. To
further examine the effect, we visualize the attention maps
during inference, as illustrated in Fig. 7. Without LRAC ,
the attention of different reference characters tends to over-
lap, causing confusion in facial features and clothing. In
contrast, LRAC effectively alleviates this issue, leading to
clearer attention separation and higher role consistency.
Position Embedding of Reference Images. To better dis-
tinguish the reference image from the generated storyboard,
we compare several positional embeddings applied to the
reference images, as summarized in Tab. 3. Specifically, we
test a phase offset (Phase-Pos) in the RoPE [38] encoding of
the reference image, which directly adds an angular shift to
each frequency component to globally rotate the embedding
phase, and a negative offset (Neg-Pos), which shifts the ef-
fective positional index backward to simulate a spatial delay
along the positional axis. In addition, we also experiment
with placing the reference image at the end of the generated
storyboard sequence (Last-Pos) to mitigate the instability
introduced by VAE encoding. Introducing additional offsets
pushes the reference embeddings away from the storyboard
space, causing a significant drop in consistency, especially
in the Phase-Pos setting, where the CIDS-Cross score de-
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Figure 8. The effect of the ω1 and ω2 in reference-free CFG.
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Figure 9. The effectiveness of LoRA Rank.

creases by 23.5. Placing the reference at the end slightly
mitigates compression and improves aesthetics but reduces
consistency and text alignment. Therefore, we position the
reference at the beginning as a preceding shot to better guide
subsequent storyboard generation.
Reference-Free CFG. As shown in Fig. 8, we investigate
the impact of ω1 and ω2 in the reference-free CFG. ω1

plays a key role in controlling character consistency: when
ω1 = 1, no guidance is applied, resulting in poor charac-
ter consistency; increasing ω1 = 1 consistency but overly
large values (e.g. ω1 = 8) significantly degrade generation
quality and lower the AES score. The parameter ω2 primar-
ily affects text alignment. Based on these observations, we
adopt ω1 = 4, ω2 = 5 as the optimal configuration.
LoRA Rank. Fig. 9 shows the relative improvement across
different LoRA ranks. The Alignment Score is most af-
fected, with higher ranks improving text responsiveness,
while the AES Score shows relatively minor variation.

6. Conclusion
In this paper, we propose DreamShot, a personalized sto-
ryboard generation framework that leverages the consis-
tency priors of video models to produce more coherent and
cinematic storyboards. We construct a diverse dataset of
cinematic storyboard samples and support multiple gen-
eration modes, including Reference-to-Shot, Text-to-Shot,
and Shot-to-Shot. Furthermore, we introduce the Role-
Attention Consistency Loss to strengthen role correspon-
dence between reference images and generated shots, ef-
fectively reducing character confusion. Experimental re-
sults demonstrate that our method outperforms existing ap-
proaches across multiple benchmarks. The current perfor-
mance is limited by the base model and the length of avail-
able storyboard data, leading to suboptimal results on ex-
tremely long shot sequences.
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