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Abstract

Centerline graphs, crucial for path planning in autonomous
driving, are traditionally learned using deterministic meth-
ods. However, these methods often lack spatial reasoning
and struggle with occluded or invisible centerlines. Gener-
ative approaches, despite their potential, remain underex-
plored in this domain. We introduce LaneDiffusion, a novel
generative paradigm for centerline graph learning. LaneD-
iffusion innovatively employs diffusion models to generate
lane centerline priors at the Bird’s Eye View (BEV) fea-
ture level, instead of directly predicting vectorized center-
lines. Our method integrates a Lane Prior Injection Mod-
ule (LPIM) and a Lane Prior Diffusion Module (LPDM) to
effectively construct diffusion targets and manage the dif-
fusion process. Furthermore, vectorized centerlines and
topologies are then decoded from these prior-injected BEV
features. Extensive evaluations on the nuScenes and Ar-
goverse2 datasets demonstrate that LaneDiffusion signif-
icantly outperforms existing methods, achieving improve-
ments of 4.2%, 4.6%, 4.7%, 6.4% and 1.8% on fine-
grained point-level metrics (GEO F1, TOPO F1, JTOPO
F1, APLS and SDA) and 2.3%, 6.4%, 6.8% and 2.1%
on segment-level metrics (IoU, mAPcf , DETl and TOPll).
These results establish state-of-the-art performance in cen-
terline graph learning, offering new insights into gener-
ative models for this task. Code will be available at:
https://github.com/ZJWang9928/LaneDiffusion.

1. Introduction

The topology of drivable lanes, typically represented as cen-
terline graphs, is critical for autonomous driving, as it pro-
vides precise path information essential for safe and effi-
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Figure 1. The Motivation. This illustration presents two chal-
lenging cases where the state-of-the-art deterministic approach,
CGNet, encounters difficulties in handling occlusions or ambigu-
ous visual cues. Our generative framework LaneDiffusion offers a
supplementary solution that specifically mitigates these challenges
through probabilistic modeling.

cient planning and control of self-driving vehicles in com-
plex driving scenarios [27, 50]. However, the learning of
centerline graphs remains challenging, as it requires highly
accurate detection of invisible, logical lane centerlines and
robust reasoning about their topological connections.

Most previous centerline graph learning methods are
deterministic [35, 38, 39], whereas generative approaches
have received little attention. Despite significant progress,
deterministic methods still exhibit inherent limitations. For
instance, the state-of-the-art deterministic approach CGNet
[15] employs three effective modules to improve lane conti-
nuity from different perspectives. However, as illustrated
in Fig. 1, it struggles to capture the full complexity and
dynamics of real-world driving in some complex scenar-
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ios involving occlusions or ambiguous visual cues. In con-
trast, the probabilistic modeling capability of generative ap-
proaches offers an intuitive supplementary solution to better
handle this visual ambiguity.

Despite their potential, employing generative approaches
for centerline graph learning presents a non-trivial task.
While PolyDiffuse [8] represents a pioneering step in
employing generative models for road marker detec-
tion—identifying lane dividers, road boundaries, and pedes-
trian crossings—it falls short of learning logical lane cen-
terlines and inferring lane topology. Furthermore, PolyDif-
fuse’s direct generation of vectorized final results via a dif-
fusion module introduces significant complexities. Specif-
ically, it still struggles to predetermine the number of vec-
torized outputs and relies heavily on a pre-trained external
model as initial prior knowledge. These limitations under-
score the need for a more effective generative paradigm for
robust centerline graph learning.

To this end, we introduce LaneDiffusion, a novel gen-
erative framework for lane centerline learning. Instead of
directly generating vectorized outputs, LaneDiffusion takes
a different approach: it generates Bird’s Eye View (BEV)
features infused with centerline priors. These prior-injected
BEV features are then processed by a lane decoder to pro-
duce high-quality vectorized centerlines. By operating at
the BEV feature level, LaneDiffusion simplifies the learning
process, effectively framing it as an image restoration task,
and enhances flexibility for subsequent refinement. The
LaneDiffusion pipeline unfolds in two key stages: (i) lane
prior injection into the BEV feature to construct the diffu-
sion target, and (ii) diffusion module training to generate the
prior-injected BEV feature conditioned on the original input
feature. This modular design renders LaneDiffusion a ver-
satile and easily integrated add-on for BEV feature-based
architectures. Accordingly, we introduce a Lane Prior In-
jection Module (LPIM) to embed lane ground truth (GT)
information into the BEV feature, creating the diffusion tar-
get. Subsequently, a Lane Prior Diffusion Module (LPDM)
learns to model this prior-injected BEV feature. To enhance
inference efficiency, we employ a Markov chain that transi-
tions from the prior-injected BEV feature back to the origi-
nal BEV feature, rather than to Gaussian white noise, signif-
icantly reducing the required sampling steps. The generated
lane prior undergoes refinement before being fed into lane
decoders, which extract high-quality outputs, including vec-
torized centerline segments and their connectivity relation-
ships, forming the centerline graph. The core contributions
of this work are summarized as follows:
• We introduce an end-to-end generative framework

LaneDiffusion for centerline graph learning, which pi-
oneers the use of diffusion models to generate lane cen-
terline priors at the BEV feature level, instead of directly
predicting vectorized centerlines.

• We propose the Lane Prior Injection Module (LPIM) for
injecting lane priors into BEV features as the diffusion
target, and the Lane Prior Diffusion Module (LPDM) to
model the prior-injected BEV feature.

• Extensive experiments on the nuScenes [4] and Argov-
erse2 [52] datasets validate the effectiveness of LaneD-
iffusion and its components. The significant improve-
ment of performance on both the fine-grained point-level
metrics and the segment-level metrics establishes state-
of-the-art performance in centerline graph learning and
underscores the potential of generative models for han-
dling the centerline graph learning task.

2. Related Works

2.1. Lane Graph Learning
Early lane graph extraction works focused on extracting
lane graphs from aerial and satellite imagery [2, 17, 18,
34]. However, the low resolution and frequent occlu-
sions of these images limited these methods to capturing
only coarse road structures, rendering them unsuitable for
high-precision autonomous driving. Later, methods such
as STSU [5] introduced online lane graph construction
using centerline segments from a single onboard camera
[6, 7, 19, 53, 54], but these were constrained by their lim-
ited field of view. More recently, TopoNet [32] utilized
a graph-based architecture to predict connectivity among
centerline segments using a surround-view camera system.
LaneGAP [36] proposed a strategy to link centerline seg-
ments into complete paths by integrating path detection
and vertex merging to preserve continuity. CGNet [15]
addressed spatial discontinuities by segmenting lanes into
non-overlapping parts and introducing dedicated modules
for continuity enhancement. Other recent approaches, such
as RNTR [42], LaneGraph2Seq [45] and Topo2Seq [55],
leverage auto-regressive sequence-to-sequence modeling to
advance lane topology learning. In contrast, our method,
LaneDiffusion, is the first to use diffusion models for gen-
erating lane centerline priors directly at the BEV feature
level, offering a seamless and novel approach to enhance
lane graph learning in BEV-based frameworks.

2.2. Prior Information
Many studies have explored injecting prior information to
improve performance across various autonomous driving
tasks. StreamMapNet [56] incorporates temporal informa-
tion by propagating queries and fusing BEV features to
improve consistency over time. In addition to temporal
cues, several works [14, 22, 33] leverage spatial vehicle-
to-vehicle collaborative perception to achieve better accu-
racy and a more comprehensive understanding of the en-
vironment. Topo2D [30] enhances 3D lane perception by
initializing 3D queries and positional embeddings with 2D

27053



Image Encoder
Multi-view Images

�(��|��, ��)

��

��

Forward Process

Prior Injected
BEV Features

Noisy
BEV Features

Original 
BEV Features

Condition

 ResBlock

 Swin Transformer

×T
Denoising UNet

LPDM

��(��−�|�� , ��)

...

Prior Features

Centerline 
Graph

Reverse Process

Skip Connection

Prior 
Encoder

LPIM

Lane Prior 
Refinement 

Lane 
Decoder

Lane Prior

Skip Connection

BEV
Constructor

LPIM BEV
Constructor

��

��

Cross-Atten

Figure 2. The overall framework of LaneDiffusion. LaneDiffusion comprises two key components: (i) a Lane Prior Injection Module
(LPIM), which injects lane priors into BEV features to construct the diffusion target, and (ii) a Lane Prior Diffusion Module (LPDM), which
models the prior-injected BEV feature via a diffusion process conditioned on the original feature. The modular design of LaneDiffusion
makes it a flexible add-on for BEV feature-based architectures.

lane instances, while SatForHDMap [58] uses satellite im-
agery to build high-precision maps in real-time. Similarly,
HRMapNet [13] integrates historical rasterized maps to re-
fine online vectorized map perception. Other recent stud-
ies [29, 43, 44] investigate the use of standard-definition
(SD) maps for autonomous driving. While SD maps pro-
vide structured road topology, their inherent inaccuracies
limit their effectiveness. Jia et al. [25] utilize trajectory
data to enhance lane segmentation and topology reasoning.
While these methods offer benefits, they often introduce
system complexity, pose alignment challenges and rely on
external data that may not be available during inference. By
leveraging diffusion models, LaneDiffusion operates solely
on image data while injecting prior knowledge, ensuring a
self-contained and robust solution for lane graph learning.

2.3. Diffusion Models
Denoising Diffusion Probabilistic Models (DDPMs) [21]
represent a powerful generative model grounded in Markov
chains. They have been widely applied [11, 20, 23, 24, 41],
especially in tasks such as image synthesis [46], seman-
tic segmentation [1] and object detection [10], and have
gained increasing interest in autonomous driving. For ex-
ample, MotionDiffuser [28] applies diffusion models to
multi-agent motion prediction. MagicDrive [12] generates
street views under geometric constraints, while the Drive-
Dreamer series [51, 59, 60] uses diffusion models for 4D
scene reconstruction. DiffMap [26] proposes a generative
framework for map segmentation, which is not able to gen-
erate vectorized results. PolyDiffuse [8] uses DDPMs to
generate structured vectorized map elements. Although
PolyDiffuse shows the potential of DDPMs in reconstruc-
tion tasks, it relies on pre-trained external models for ini-
tialization and struggles with missing geometry in the ini-

tial reconstruction. In contrast, LaneDiffusion eliminates
the need for external initialization and pioneers to detect
logical lane centerlines and infer their topological connec-
tions via a BEV-level centerline prior diffusion generation
paradigm.

3. Methodology

In this section, we first introduce the definition of the cen-
terline graph learning task and present the formulations of
two types of centerline graphs in Sec. 3.1. Next, we provide
an overview of our proposed framework in Sec. 3.2. The de-
tails of the Lane Prior Injection Module (LPIM) and Lane
Prior Diffusion Module (LPDM) are described in Sec. 3.3
and Sec. 3.4, respectively. Finally, the optimization method
for the framework is introduced in Sec. 3.5.

3.1. Task Definition
Given images captured by a vehicle’s surround-view cam-
eras, the task of centerline graph learning is to detect non-
overlapping centerline segments in the Bird’s Eye View
(BEV) and infer the topology among these segments to
form a centerline graph. Based on the granularity required
by different metrics (detailed in Sec. 4.1), both a segment-
level graph and a fine-grained point-level graph are formu-
lated. Specifically, the segment-level graph is defined as
G = (V,E), where the vertices V = {Pi}|V |

i=1 represent the
set of centerline segments, and |V | denotes the total number
of segments. The edges E ⊆ V × V denote the connectiv-
ity among segments. Each segment is represented as an or-
dered set of points, denoted by P = [p1, p2, . . . , pN ], with
each point p = (x, y) ∈ R2. The connectivity is encoded in
the adjacency matrix of the graph G. In contrast, the fine-
grained point-level graph G̈ = (V̈ , Ë) is constructed such
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that V̈ comprises all points of the polylines, and Ë repre-
sents the connectivity among these points.

3.2. Framework Overview
The overall framework of LaneDiffusion is illustrated in
Fig. 2. As highlighted in the Introduction, it can be seam-
lessly integrated as an add-on to BEV feature-based archi-
tectures. To clearly demonstrate the performance improve-
ment brought by LaneDiffusion, we adopt the state-of-the-
art CGNet [15] as our primary baseline, which extracts
multi-view features with an image encoder and then trans-
forms these features into the BEV space with a BEV con-
structor. The proposed LaneDiffusion consists of two key
steps: (i) BEV-level lane prior injection for constructing the
diffusion target and (ii) BEV-level lane prior modeling via a
diffusion module to enhance lane centerline graph learning.
In step (i), we introduce the Lane Prior Injection Module
(LPIM), which injects lane prior into the BEV feature in
a SMERF-like [43] manner. In step (ii), an efficient Lane
Prior Diffusion Module (LPDM) is employed to model the
prior-injected BEV feature with a relatively low sampling
step budget. The generated BEV feature is further refined
through a lane prior refinement mechanism before being
passed to the lane decoder to extract high-quality results, in-
cluding the prediction of vectorized centerline segments and
their corresponding connectivity relationships represented
by the segment-level and point-level graphs.

3.3. Lane Prior Injection Module (LPIM)
To establish robust BEV feature-level diffusion targets for
optimizing the subsequent diffusion module, we employ
a Lane Prior Injection Module (LPIM) that embeds prior
knowledge directly into the BEV feature. The design of
LPIM primarily focuses on the selection, encoding and in-
jection of prior knowledge.

Prior Knowledge Selection. A crucial aspect of LPIM is
selecting the appropriate prior knowledge to integrate. Ex-
isting works involving the injection of external prior knowl-
edge often rely on secondary sources, such as SDMap [43]
or crowdsourced trajectories [25], rather than the most pre-
cise information. This is mainly due to concerns over the
availability and acquisition cost of such priors during in-
ference. However, LPIM employs external priors solely
to construct the diffusion target, eliminating the need for
them during inference and thus avoiding issues related to
acquisition feasibility or potential ground truth (GT) leak-
age. Therefore, we directly utilize the highest-precision
lane centerline GT as the prior, which specifically denotes
the ground truth centerlines of lanes in the BEV space.

Prior Knowledge Encoding. Given the lane centerline
GTs for each sample, a Prior Encoder is proposed for prior

knowledge encoding. To be specific, each of the M cen-
terlines is evenly sampled for N fixed points, denoted as
{(xi, yi)}Ni=1. Sinusoidal embeddings with varying fre-
quencies are used to embed the point locations, which en-
hance the sensitivity to positional variations [49]. Following
SMERF, the embedded lane priors are further encoded us-
ing a transformer encoder consisting of L multi-head self-
attention layers to capture global geometric and semantic
information. The output has a shape of M ×H , where H is
the feature dimension produced by the self-attention layers.

Prior Knowledge Injection. Drawing inspiration from
SMERF, we inject the encoded prior knowledge in the BEV
features via a modified version of the CGNet BEV construc-
tor. To be specific, the encoded M ×H lane prior features
are cross-attended with the intermediate BEV feature repre-
sentations after each spatial cross-attention operation in the
BEV constructor. This modified BEV constructor is termed
as the LPIM BEV Constructor.

3.4. Lane Prior Diffusion Module (LPDM)
With solid diffusion targets generated by LPIM, we intro-
duce the Lane Prior Diffusion Module (LPDM), which em-
ploys Denoising Diffusion Probabilistic Models (DDPMs)
to model BEV features embedded with prior knowledge. In
this section, we first provide a brief overview of DDPMs,
followed by a detailed description of the proposed LPDM.

Preliminary: DDPMs. DDPMs are generative models
that approximate data distributions by introducing noise in
a forward process and denoising in a reverse process. In the
forward process, a T -step Markov chain transforms clean
data x0 ∼ q(x0) into a specified prior distribution (typi-
cally standard Gaussian):

q(xt|xt−1) = N (xt;
√

1− βtxt−1, βtI), (1)

where t = 1, . . . , T and xt denotes the latent variable at
step t. The sequence {βt}Tt=1 controls the noise variance at
each step, while N represents a Gaussian distribution and I
is the identity matrix. The forward process can be expressed
in closed form for any step t as:

q(xt|x0) = N (xt;
√
αtx0, (1− αt)I), (2)

where α0 = 1, αt = αt−1αt and αt = 1 − βt. Thus,
xt can be directly sampled as xt =

√
αtx0 +

√
1− αtϵ,

with ϵ ∼ N (0, I). In the reverse process, the clean data is
generated by progressively denoising a sample xt using a
learnable denoising network, following:

pθ(xt−1|xt) = N (xt−1;µθ(xt, t),Σθ(xt, t)), (3)

where µθ and Σθ represent the mean and covariance pre-
dicted by the network, and θ are the learnable network pa-
rameters.
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Algorithm 1: Training of LPDM
Input: Diffusion target set X0, Condition feature

set Xcond, Diffusion step number T ,
Maximum iteration number max iter

1 cur iter := 1;
2 while cur iter ≤ max iter do
3 x0 ∼ X0, xc ∼ Xcond;
4 t ∼ Uniform ({1, 2, . . . , T});
5 xt ∼ q(xt|x0,xc) (see Eq. 4);
6 Take gradient descent step on ∇Ldiff (see

Eq.11);
7 cur iter := cur iter + 1;
8 end

Algorithm 2: Sampling of LPDM
Input: Condition feature xc, Diffusion step number

T
Output: Denoised feature xg

1 xT ∼ N (xT ;xc, κ
2ηT I);

2 for t := T, T − 1, . . . , 1 do
3 ϵ ∼ N (ϵ;0, I) if t > 1 else ϵ := 0;
4 µ := ηt−1

ηt
xt +

γt

ηt
fθ(xt,xc, t) (see Eq. 10);

5 xt−1 := µ+ κ
√

ηt−1γt

etat
ϵ;

6 end
7 xg := x0;
8 return xg

LPDM. While the standard DDPM paradigm is effec-
tive for general tasks like image generation, it often re-
quires many (typically hundreds or even thousands) sam-
pling steps when starting from a standard Gaussian prior. In
contrast, LPDM initializes the reverse process from a prior
based on the original BEV feature, as inspired by ResShift
[57]. This reduces the required diffusion steps and improves
efficiency. In the forward process, we transition from x0

to xc by gradually shifting their residual xres = xc − x0

through a Markov chain of length T . The marginal transi-
tion distribution at each timestep t is:

q(xt|x0,xc) = N (xt;x0 + ηtxres, κ
2ηtI), (4)

where hyper-parameter κ controls the noise variance, while
sequence {ηt}Tt=1 is the shifting schedule increasing mono-
tonically with t from η1 → 0 to ηT → 1, which is imple-
mented as a non-uniform geometric schedule following:

√
ηt =


min

(
0.04
κ ,

√
0.001

)
, t = 1,

√
η1 × bζt0 , t = 2, 3, . . . , T − 1,√
0.999, t = T,

(5)

where

ζt =

(
t− 1

T − 1

)p

× (T − 1), b0 = e
1

2(T−1)
log ηT

η1 , (6)

where p is the hyper-parameter that controls the growth rate
of

√
ηt. In the reverse process, LPDM denoises xt using

the original BEV feature xc as a condition, following:

pθ(xt−1|xt,xc) = N (xt−1;µθ(xt,xc, t),Σθ(xt,xc, t)).
(7)

LPDM uses a swin transformer [40] based UNet fθ as the
denoising network with optimization achieved by minimiz-
ing the negative evidence lower bound [21, 47] with respect
to the target distribution q(xt−1|xt,x0,xc):

θ∗ = argminθ
∑
t

DKL(q(xt−1|xt,x0,xc)||pθ(xt−1|xt,xc)),

(8)
where DKL(·||·) is the Kullback-Leibler (KL) divergence,
while θ∗ denotes the optimized parameters. According to
Eq. 4, the targeted distribution can be rendered tractable and
given by:

q(xt−1|xt,x0,xc) = N
(
xt−1;

ηt−1

ηt
xt +

γt
ηt
x0, κ

2 ηt−1

ηt
γtI

)
,

(9)
where γ1 = η1 and γt = ηt − ηt−1 for t > 1. Please refer
to Sec. A of the supplementary materials for details about
the calculation of this derivation. It can be observed from
Eq. 9 that the variance parameter is independent of xt and
xc, so the variance item in Eq. 7 can be set as Σθ(xt, c, t) =
κ2 ηt−1

ηt
γtI, while the mean item is re-parameterized as:

µθ(xt,xc, t) =
ηt−1

ηt
xt +

γt
ηt
fθ(xt,xc, t). (10)

By comparing Eq. 9 and Eq. 10, the goal of the denoising
UNet fθ is now transformed to predict the diffusion target
x0. The objective function in Eq. 8 can be simplified as:

θ∗ = argminθLdiff = argminθwt||fθ(xt,xc, t)− x0||22,
(11)

where wt = α2

2κ2ηtηt−1
. This design improves the training

stability. Given a noise map sampled from the prior dis-
tribution based on xc, the optimized LPDM generates the
lane prior generated BEV feature xg after T denoising steps.
After obtaining the prior-generated BEV feature xg, a lane
prior refinement mechanism is applied to further integrate it
with the original feature, thereby preserving and enhancing
the structural knowledge already captured, which is formu-
lated as:

x̂g = LPR([xg,xc]), (12)

where [·, ·] represents the concatenation of features, and
LPR(·) denotes the lane prior refinement operation, which
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Method Epoch GEO F1 ↑ TOPO F1 ↑ JTOPO F1 ↑ APLS ↑ SDA ↑
STSU [5] 200 33.0 20.6 13.9 11.0 7.0
HDMapNet [31] 30 45.5 20.0 14.8 25.9 0.5
VectorMapNet [39] 24 48.4 38.1 27.9 10.3 7.2
TopoNet [32] 24 50.8 39.6 31.9 26.2 5.6
MapTR [35] 24 53.3 39.7 32.4 26.8 7.6
CGNet [15] 24 54.7 42.2 34.1 30.7 8.8

LaneDiffusion (Ours) 24 58.9 (+4.2) 46.8 (+4.6) 38.8 (+4.7) 37.1 (+6.4) 10.6 (+1.8)

Table 1. Comparison with SOTAs on nuScenes using point-level metrics.

Method Epoch IoU ↑ mAPcf ↑ DETl ↑ TOPll ↑
VectorMapNet [39] 24 29.8 25.5 16.1 0.5
TopoNet [32] 24 51.3 31.6 17.9 0.8
MapTR [35] 24 53.7 33.1 18.9 1.0
CGNet [15] 24 56.3 35.2 22.0 1.3

LaneDiffusion (Ours) 24 58.6 (+2.3) 41.6 (+6.4) 28.8 (+6.8) 3.4 (+2.1)

Table 2. Comparison with SOTAs on nuScenes using segment-level metrics.

is implemented as an encoder-decoder structure (please re-
fer to Sec. B of the supplementary materials for more de-
tails). The resulting enhanced feature x̂g is then passed
to lane decoders for vectorized result extraction, similar to
standard BEV features, ensuring that LaneDiffusion inte-
grates seamlessly with BEV-based architectures.

3.5. Optimization
The optimization of LaneDiffusion consists of three stages.
In stage-I, we train LPIM using the loss constraints (termed
as Llane) proposed by the CGNet baseline, formulated as
follows:

Llane = λ1Lcls + λ2Lpoly + λ3Ltopo

+λ4Ldir + λ5Lbezier + λ6Lja,
(13)

where the six subitems denote the loss constraints on clas-
sification, polyline point distance, topology, lane direction,
Bézier space consistency and junction points, respectively.
In stage-II, the optimized LPIM is frozen to provide diffu-
sion targets for the training of LPDM, subject to the con-
straint Ldiff as defined in Eq. 11. The training algorithm
of training LPDM is summarized in Alg. 1. In stage-III,
LPDM is fixed and switched to the sampling mode (sum-
marized in Alg. 2) and a lane decoder same as the baseline
model is optimized using Llane.

4. Experiments
4.1. Dataset and Metric
Dataset. The proposed method is evaluated on the chal-
lenging nuScenes [4] and Argoverse2 [52] datasets. The

nuScenes dataset consists of 1,000 driving scenes, each last-
ing approximately 20 seconds, with key-frame annotations
provided at a frequency of 2 Hz. Each sample offers a com-
plete 360° horizontal field of view (FOV) around the ego-
vehicle. In contrast, the Argoverse2 dataset includes 1,000
driving logs, each offering 15 seconds of 20 Hz RGB image
sequences from 7 cameras, along with a log-level 3D vec-
torized map. Notably, both the nuScenes and Argoverse2
datasets provide direct access to centerline segments along
with their topological connectivity, making them ideal for
map-based research and development in autonomous driv-
ing.

Evaluation Metrics. To ensure a fair comparison with
previous methods, we follow the evaluation protocol of
CGNet [15] and employ both fine-grained point-level met-
rics (GEO F1 [17], TOPO F1 [17], JTOPO F1 [36], APLS
[48], SDA [3]) and segment-level metrics (IoU [31], mAPcf

[39], DETl [50], TOPll [50]) to evaluate LaneDiffusion.
As described in Sec. 3.1, both a segment-level graph G =
(V,E) and a fine-grained point-level graph G̈ = (V̈ , Ë) are
formulated based on the granularity required by different
metrics. For further details on the definition of each metric,
please refer to Sec. C of the supplementary materials.

4.2. Implementation Details
Model training and baseline reproduction were conducted
using PyTorch on 8 Tesla V100 GPUs. First, LPIM was
optimized for 24 epochs with the AdamW optimizer and
a cosine annealing learning rate schedule, with an initial
learning rate of 6 × 10−4. Next, LPDM was trained from
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Figure 3. Qualitative comparisons under different weather and lighting conditions on nuScenes.

scratch for 24 epochs using the AdamW optimizer and an
initial learning rate of 6 × 10−5. Finally, a lane decoder
same as the baseline model is trained from scratch with
the AdamW optimizer (initial learning rate of 6 × 10−4)
while keeping LPDM fixed for 24 epochs. The weight-
ing factors {λ1, λ2, λ3, λ4, λ5, λ6} in Eq. 13 are set to
{2, 5, 1, 0.005, 0.01, 0.1}, respectively. The batch size on
each GPU is set to 2. The perception range was set to [-15.0
m, 15.0 m] along the X-axis and [-30.0 m, 30.0 m] along the
Y-axis. We reproduced the state-of-the-art CGNet [15] as
our primary baseline, which employs ResNet-50 [16] with
FPN [37] as the backbone and uses GKT [9] to extract BEV
features ∈ R256×200×100, while deformable attention [61]
enables query interactions with BEV features in the center-
line decoder. In LPIM, the number of centerline priors M
per sample is kept flexible, whereas the number of points
per polyline is fixed at N = 20. The feature dimension H
is set to 256. The dimension of positional embeddings is
set to d = 32, while the layer number is set to L = 6 for
the prior transformer encoder. In LPDM, the noise variance
hyperparameter is set to κ = 2.0, while the

√
ηt growth rate

controlling hyperparameter is set to p = 0.3. The diffu-
sion step number is by default set to T = 15. Furthermore,
during inference, in consideration of the stochastic nature
of generative models, the LPDM sampling process is exe-
cuted three times, and the average of the generated features
is passed to subsequent modules to enhance stability.

4.3. Comparison with State-of-the-Arts
Quantitative Results. We quantitatively compare
LaneDiffusion with previous state-of-the-art methods on
the nuScenes dataset using point-level and segment-level
metrics, as shown in Tab. 1 and Tab. 2, respectively. Our
results on the nuScenes validation set show that LaneDif-
fusion outperforms all competitors by a significant margin.
Specifically, LaneDiffusion exceeds the CGNet baseline by
4.2%, 4.6%, 4.7%, 6.4% and 1.8% on the GEO F1, TOPO
F1, JTOPO F1, APLS and SDA metrics, respectively.
These improvements demonstrate that leveraging diffusion
models to model lane centerline priors at the BEV feature
level enhances both point detection and topology predic-
tion. Furthermore, comparisons on the Argoverse2 dataset
(Tab. 3) further confirm the effectiveness of our proposed
approach.

Qualitative Analysis. We also present qualitative com-
parisons with the CGNet baseline under various weather
and lighting conditions on the nuScenes dataset in Fig. 3,
highlighting the performance improvements achieved by
LaneDiffusion. It can be observed that our generative
framework LaneDiffusion effectively captures missing lane
structures that the deterministic baseline fails to detect in
these cases.

4.4. Ablation Analysis
In this section, we present a series of ablation studies on
nuScenes to evaluate the effectiveness of key components
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Method Epoch TOPO F1 ↑ JTOPO F1 ↑ APLS ↑ SDA ↑ TOPll ↑
TopoNet [32] 6 30.2 23.7 15.3 7.7 0.3
MapTR [35] 6 42.8 33.5 22.3 13.6 0.5
CGNet [15] 6 44.5 34.6 23.6 13.7 0.5

LaneDiffusion (Ours) 6 47.0 (+2.5) 36.4 (+1.8) 25.8 (+2.2) 14.4 (+0.7) 1.8 (+1.3)

Table 3. Comparison with SOTAs on Argovese2 val.

T Paradigm TOPO F1 ↑ JTOPO F1 ↑ APLS ↑ SDA ↑
5 Overall 45.6 37.5 35.5 9.5
5 Sampling 44.8 36.4 33.1 9.2

15 Sampling 46.8 38.8 37.1 10.6
30 Sampling 46.0 37.6 36.3 10.2

Table 4. Ablation analysis for sampling step number T and LPDM
training paradigm.

Method TOPO F1 ↑ JTOPO F1 ↑ APLS ↑ SDA ↑
No Refine. 43.9 35.9 33.3 9.2

Concat.&FC 45.6 37.0 35.7 9.8
Concat.&ED 46.8 38.8 37.1 10.6

Add.&FC 45.3 37.2 35.7 10.2
Add.&ED 46.8 38.5 36.9 10.6

Table 5. Ablation analysis for feature refinement mechanism.

and the impact of hyperparameter settings. All experiments
are conducted for 24 epochs.

Diffusion Step Number T . Adopting the transition dis-
tribution defined in Eq. 4 enables a substantial reduction in
the required diffusion steps T of the Markov chain. Tab. 4
summarizes the performance variation under different con-
figurations of T . It can be observed that T = 15 yields the
best results, with improvements of 2.0%, 2.4%, 4.0% and
1.4% in the TOPO F1, JTOPO F1, APLS and SDA metrics,
respectively. In contrast, increasing T to 30 results in lower
inference efficiency and slightly inferior performance.

Training Paradigm for LPDM. We further explore the
impact of different training paradigms for LPDM in Tab. 4.
Here, Sampling refers to the commonly used random sam-
pling of time step t in each training iteration, while Overall
denotes the approach of performing full denoising to gen-
erate a clean feature, starting from a sampled noise as in
the inference stage, and calculating the loss for intermedi-
ate features at each timestep t. As shown by the results,
the Overall paradigm outperforms the Sampling paradigm
when T = 5, suggesting that performance may improve
with larger values of T , too. However, due to GPU memory
limitations, we still use the Sampling paradigm for larger T .

Lane Prior Refinement Mechanism in LPDM. We con-
duct additional ablation studies to examine the impact of
the feature refinement mechanism design in LPDM. Several
variants of this mechanism are compared in Tab. 5, includ-

ing: (1) No Refine, where the generated BEV feature is di-
rectly passed to the lane decoder without any refinement; (2)
Concat&FC, where the concatenated generated and origi-
nal features are processed with a simple 1 × 1 convolution
block; (3) Concat&ED, where the concatenated features are
processed with an encoder-decoder structure as described
in Sec. 3.4; (4) Add&FC, where the generated and original
features are added and processed with a 1 × 1 convolution
block; and (5) Add&ED, where the added features are pro-
cessed with an encoder-decoder structure. The results show
that refining the generated feature improves performance,
with the encoder-decoder structure yielding better results
than the simpler 1× 1 convolution block. Additionally, fea-
ture concatenation and addition lead to similar performance.
While cross-attention-based feature fusion could provide a
stronger alternative to feature concatenation and addition,
we do not explore it here due to GPU memory limitations.

5. Conclusion
In this paper, we introduce LaneDiffusion, a novel gener-
ative paradigm for centerline graph learning. LaneDiffu-
sion leverages diffusion models to generate lane centerline
priors at the Bird’s Eye View (BEV) feature level, rather
than directly predicting vectorized centerlines. Our ap-
proach integrates a Lane Prior Injection Module (LPIM)
and a Lane Prior Diffusion Module (LPDM) to effectively
construct diffusion targets and manage the diffusion pro-
cess. Subsequently, vectorized centerlines and topological
structures are decoded from these prior-injected BEV fea-
tures. This modular design renders LaneDiffusion a ver-
satile and efficient add-on for BEV feature–based archi-
tectures. Extensive experiments on the nuScenes and Ar-
goverse2 datasets demonstrate that LaneDiffusion achieves
state-of-the-art performance in centerline graph learning.
Future work will focus on improving the model’s real-
time performance and reducing its scale to develop a more
lightweight solution.
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