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Figure 3. Performance of HuUGS using existing heuristics. (a)
is an example training image with a moving red car, and (d) is its
segmentation result using SAM. (b, e) are heuristic maps obtained
from different partially trained models. (c, f) are static maps pro-
duced by our method, where inaccurate heuristics may lead to in-
correct results (NeRF-W).

imize the accuracy of M;j, we follow the British idiom
“horses for courses”, which suggests matching talents to
tasks, and approach the problem through a novel framework
called Heuristics-Guided Segmentation (HUGS) (Sec. 4.1).
As Fig. 2 shows, HUGS combines the strengths of both
hand-crafted heuristics in identifying coarse cues of static
objects and the capabilities of state-of-the-art segmenta-
tion models in producing sharp and accurate object bound-
aries. Furthermore, we conduct an in-depth analysis of the
choice of heuristics (Sec. 4.2). Our solution combines novel
SfM-based heuristics, which effectively identify static ob-
jects with high-frequency texture patterns, with the color
residual heuristics from a partially trained Nerfacto [46],
which excel at detecting static objects characterized by low-
frequency textures. This tailored integration of heuristics al-
lows our method to robustly capture the full range of static
scene elements across diverse texture profiles.

4.1. Heuristics-Guided Segmentation (HUGS)

While humans can easily distinguish between transient and
static objects, providing a rigorous mathematical definition
of this distinction has proven elusive thus far due to the high
diversity of real-world scenes. To this end, the most effec-
tive existing solutions rely heavily on hand-crafted heuris-
tics to make this distinction. For example, NeRF-W [28]
employs the heuristics that transient objects usually have
lower density than their static counterparts and incorpo-
rates this as a regularization term during NeRF training;
RobustNeRF [40] leverages the observation that transient
objects are typically harder to fit during optimization and
uses it to produce the static maps used in Eq. 4. However,
despite their success, these methods implicitly make the
strong assumption that distinguishing between transient and
static rays/pixels can be determined solely based on simple
hand-crafted heuristics, which does not hold up while han-
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Figure 4. Performance of RobustNeRF vs. transient objects of
different sizes. Transient distractors in the training images are
framed in white. A lower quantile (threshold) causes the model
to miss small-sized static objects, while a higher quantile prevents
the removal of large-sized transient objects.

dling the diverse shapes and appearances of real-world ob-
jects. As a result, these methods are prone to produce errors
and/or ambiguous object boundaries (Figs. 3b and 3e).

To address this limitation, we propose a novel framework
HuGS that avoids fully relying on hand-crafted heuristics to
differentiate between transient and static objects. Instead,
our approach leverages heuristics to provide only rough
hints H; about potential static objects in each image [;, and
then refines those imprecise cues into accurate static maps
M; using the segmentation masks of I; provided by model
S. Specifically, let S(I;) = fmil,miz,...,m'i\'M"g, where
m} denotes the segmentation mask of the j-th object (in-
stance) and Ny, is the number of masks, we have:

- omd \H;
M; = Jml, ST' T, (5)
i

where Tp, is a user-specified threshold and we implement
S using the state-of-the-art SAM [16]. As shown in Fig. 3,
our framework can produce static maps with sharp object
boundaries even when using partially trained (10%) models
of previous methods [28, 40] as heuristics (Figs. 3b and 3e).
However, despite the relaxation, the success of our frame-
work is based on the assumption that rough but accurate H;
about static objects are available (Figs. 3c and 3f).

4.2. Heuristics Development

To provide rough but accurate heuristics H; of static ob-
jects, we use a combination of two complementary heuris-
tics, i.e. our novel SfM-based heuristics and the color resid-
ual heuristics from a partially trained Nerfacto [46], which
excel in detecting statics objects with high-frequency and
low-frequency textures respectively.

SfM-based Heuristics. As mentioned above in Sec. 3, SfM
reconstruction relies on matching distinct, identifiable fea-
tures across images. This makes it well-suited for detect-
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Figure 5. Heuristics combination. (b) The SfM-based heuristics
’HSf'V' alone captures high-frequency static details (e.g., box tex-
tures) well but misses smooth ones (e.g., white chairs). This could
be complemented by incorporating (e) residual-based heuristics
HER from a (d) Nerfacto with 5k training iterations which does
the opposite (). Their combination (c) covers the full spectrum of
static scenes and identifies transient objects (e.g., pink balloon).
ing objects characterized by high-frequency textures, since
these distinctive textures provide abundant unique features
to match. To distinguish between static and transient ob-
jects, our SfM-based heuristics share a similar high-level
intuition to previous methods in that transient objects are
considered a minority compared to static ones and their po-
sitions are constantly changing. However, ours has a differ-
ent interpretation of “minority”. Specifically, our method
defines it as the frequency of occurrence across input im-
ages, which aligns well with the temporal meaning of “tran-
sient”. In contrast, NeRF-W [28] and RobustNeRF [40]
interpret “minority” in terms of total density or quantile
of color residual respectively, which relate more to spatial
area coverage. As a result, their methods struggle with tran-
sient objects of varying sizes (Fig. 4), since the area-based
definitions do not fully capture the temporal aspect of iden-
tifying transient objects. Recalling the definition of n} (the
number of matching points) and N, (the number of input
images) in Sec. 3, we have the following observation:

Observation 1. The SfM features of static objects have
much larger » than those of transient ones in image I;.

Note that the already smaller nd of transient objects could
be further reduced by their constantly changing positions
(i.e., less likely to get matched during SfM reconstruction),
making them easier to distinguish. Accordingly, we set a
threshold Ts¢m to obtain set X; of the coordinates of static
feature points for each image I;:

Xi = {XJI

mer better represents the frequency of occurrence across

]
- n.
x} 2 Fjand Flu

Tstm } . (6)

the whole scene. However, X; is a relatively sparse point
set, so we need to convert it to a pixel-wise static map for
NeRF training. Fortunately, SAM [16] is a promptable seg-
mentation model that can accept points as prompts and out-
put their corresponding segmentation masks. Therefore, we
feed X; into SAM to obtain heuristics H™, which is a
static map where a pixel value of 1 means that it belongs to
a static object and 0 means that it is a transient one.

Combined Heuristics. Although effective, our SfM-based
heuristics HST™ may neglect low-frequency static objects
due to their lack of distinctive features (Fig. 5). To address
this limitation, we propose an integrated approach that in-
corporates the complementary strength of another heuristic:
the color residual of a partially trained Nerfacto [46], which
effectively identifies smooth transient objects but struggles
with textured objects. Specifically, we first train a Nerfacto
for several thousands of iterations and construct its color
residual map R; using the color residual for each ray r as
e(r) = kC(r) C(r)kz. We then combine HZ™ with
residual-based heuristics H-CR to get heuristics H;:

Hi = Hy™ [HER, (7

where HER = R;
StM
Hj

mean(R;). While in practice, our
may occasionally incorrectly include some transient
objects due to misclassification of feature points or SAM
segmentation errors. To eliminate them, we apply an upper
bound defined by I—]FR to Eq. 7 as additional insurance:

Hi = Hi \HFR, (8)

where HCR = R;  quantile(R;j, Tcr). Tcr is a high
threshold that ensures H$R include all static objects.

Remark. We use Nerfacto [46] to generate residual maps
as it can be trained quickly with much fewer computational
resources and still producing reasonable results (Fig. 5). Al-
though relatively low, this level of performance is sufficient
to satisfy our requirement for rough heuristic cues, which
further demonstrates the superiority of our paradigm.

5. Experiments
5.1. Experimental Setup

Datasets. We use three datasets in our experiments:

* Kubric Dataset [53]. Generated by Kubric [11], this syn-
thetic dataset contains five scenes with simple geometries
placed in an empty room. The frames have temporal re-
lationships and a subset of geometries serves as transient
distractors that move between frames.

» Distractor Dataset [40]. This real-world dataset has four
controlled indoor scenes with 1-150 distractors per scene.

 Phototourism Dataset [28]. This real-world dataset has
scenes of four cultural landmarks, each with photos col-
lected online containing various transient distractors. The
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